Real-Time Risk ]



Real-Time Risk ]

What Investors Should Know About
FinTech, High-Frequency Trading,
and Flash Crashes

IRENE ALDRIDGE AND
STEVE KRAWCIW

WILEY



Copyright © 2017 by Irene Aldridge and Steve Krawciw. All rights reserved.

Published by John Wiley & Sons, Inc., Hoboken, New Jersey.
Published simultaneously in Canada.

All cartoons © Irene Aldridge.

No part of this publication may be reproduced, stored in a retrieval system, or transmitted in
any form or by any means, electronic, mechanical, photocopying, recording, scanning, or
otherwise, except as permitted under Section 107 or 108 of the 1976 United States Copyright
Act, without either the prior written permission of the Publisher, or authorization through
payment of the appropriate per-copy fee to the Copyright Clearance Center, Inc., 222
Rosewood Drive, Danvers, MA 01923, (978) 750-8400, fax (978) 646-8600, or on the Web
at www.copyright.com. Requests to the Publisher for permission should be addressed to the
Permissions Department, John Wiley & Sons, Inc., 111 River Street, Hoboken, NJ 07030,
(201) 748-6011, fax (201) 748-6008, or online at http://www.wiley.com/go/permissions.

Limit of Liability/Disclaimer of Warranty: While the publisher and author have used their best
efforts in preparing this book, they make no representations or warranties with respect to the
accuracy or completeness of the contents of this book and specifically disclaim any implied
warranties of merchantability or fitness for a particular purpose. No warranty may be created
or extended by sales representatives or written sales materials. The advice and strategies
contained herein may not be suitable for your situation. You should consult with a
professional where appropriate. Neither the publisher nor author shall be liable for any loss
of profit or any other commercial damages, including but not limited to special, incidental,
consequential, or other damages.

For general information on our other products and services or for technical support, please
contact our Customer Care Department within the United States at (800) 762-2974, outside
the United States at (317) 572-3993 or fax (317) 572-4002.

Wiley publishes in a variety of print and electronic formats and by print-on-demand. Some
material included with standard print versions of this book may not be included in e-books or
in print-on-demand. If this book refers to media such as a CD or DVD that is not included in
the version you purchased, you may download this material at http://booksupport.wiley.com.
For more information about Wiley products, visit www.wiley.com.

Library of Congress Cataloging-in-Publication Data is available:

ISBN 9781119318965 (Hardcover)
ISBN 9781119319061 (ePDF)
ISBN 9781119319047 (ePub)

Cover Design: Wiley
Cover Image: © PM Images/Getty Images

Printed in the United States of America

10987654321



To Henry and Rosalind



Contents

Acknowledgments Xi
CHAPTER 1
Silicon Valley Is Coming! 1
Everyone Is into Fintech 3
The Millennials Are Coming 7
Social Media 9
Mobile 10
Cheaper and Faster Technology 13
Cloud Computing 14
Blockchain 15
Fast Analytics 15
In the End, It’s All About Real-Time Data Analytics 18
End of Chapter Questions 19
CHAPTER 2
This Ain't Your Grandma's Data 21
Data 21
The Risk of Data 23
Technology 27
Blockchain 30
What Elements Are Common to All Blockchains? 31
Conclusions 39
End of Chapter Questions 39
CHAPTER 3
Dark Pools, Exchanges, and Market Structure M
The New Market Hours 51
Where Do My Orders Go? 52
Executing Large Orders 54
Transaction Costs and Transparency 56
Conclusions 57
End of Chapter Questions 57

Vil



viii CONTENTS

CHAPTER 4
Who Is Front-Running You? 99
Spoofing, Flaky Liquidity, and HFT 64
Order-Based Negotiations 78
Conclusions 80
End of Chapter Questions 81
CHAPTER
High-Frequency Trading in Your Backyard 83
Implications of Aggressive HFT 89
Aggressive High-Frequency Trading in Equities 96
Aggressive HFT in US Treasuries 98
Aggressive HFT in Commodities 99
Aggressive HFT in Foreign Exchange 101
Conclusions 102
End of Chapter Questions 102
CHAPTER 6
Flash Crashes 103
What Happens During Flash Crashes? 104
Detecting Flash-Crash Prone Market Conditions 116
Are HFTs Responsible for Flash Crashes? 124
Conclusions 126
End of Chapter Questions 127
CHAPTER 7
The Analysis of News 129
The Delivery of News 130
Preannouncement Risk 139
Data, Methodology, and Hypotheses 143
Conclusions 154
End of Chapter Questions 154
CHAPTER 8
Social Media and the Internet of Things 155
Social Media and News 160
The Internet of Things 165
Conclusions 169

End of Chapter Questions 170



Contents iX

CHAPTER 9
Market Volatility in the Age of Fintech m
Too Much Data, Too Little Time— Welcome, Predictive
Analytics 174
Want to Lessen Volatility of Financial Markets? Express
Your Thoughts Online! 175
Market Microstructure Is the New Factor in Portfolio
Optimization 176
Yes, You Can Predict T + 1 Volatility 178
Market Microstructure as a Factor? You Bet. 179
Case Study: Improving Execution in Currencies 183
For Longer-Term Investors, Incorporate Microstructure
into the Rebalancing Decision 184
Conclusions 185
End of Chapter Questions 185
CHAPTER 10
Why Venture Capitalists Are Betting on Fintech to Manage Risks 187
Opportunities for Disruption Are Present, and They May
Not Be What They Seem 189
Data and Analytics in Fintech 191
Fintech as an Asset Class 192
Where Do You Find Fintech? 194
Fintech Success Factors 194
The Investment Case for Fintech 196
How Do Fintech Firms Make Money? 198
Fintech and Regulation 198
Conclusions 200
End of Chapter Questions 200
Authors’ Biographies 201

Index 203



Acknowledgments

We would like to thank our intrepid editor Bill Falloon, and the great
production team: Judy Howarth, Cheryl Ferguson, Sharmila Srinivasan,
and Michael Henton for great cover design.

Xi



1

Silicon Valley Is Coming!

K nock-knock.

—Who is there?
—Bot.
—Bot who?

—Bot and sold, it’s a stat-arb world.

Do you wonder why the markets have changed so much? Where’s it all
heading? How will it affect you? You are not alone. Today’s markets are
very different from what they used to be. Technological advances morphed
computers and infrastructure. Changes in regulation allowed dozens of
exchanges to coexist side by side. The global nature of business has ushered
in round-the-clock deal making. All of this has created stratospheric volumes
of data. The risks that come along with automated trading in real-time are
numerous. Now, the inferences from these data allow us to go to previously
untapped depths of markets and discover problems and solutions that could
not even be imagined 20 years ago.

Do you remember Bloomberg terminals? If so, you are reading this book
not so long after it was written. JP Morgan’s January 2016 announcement
“to pull the plug” on thousands and thousands of Bloomberg terminals
is a leading example of the sweeping disruption facing investment man-
agers. Billion-dollar hedge fund Citadel followed suit on August 16, 2016,
by announcing that it was taking on Symphony messaging as Bloomberg’s
replacement. Symphony, who? Many still struggle to wrap their head around
the situation, with social media platforms like LinkedIn buzzing with discus-
sions about pulling the plug on traditional sources of market data. Yet, here
is fact: The competition is not sleeping, but working hard. And now, the
competition is so strong that Bloomberg, Thomson Reuters, and others may
end up in significant financial peril if they ignore fintech. Is your company
also oblivious to changes in innovation?

The unfortunate truth is that many established firms are completely
unprepared for the fast train of innovation currently passing them by. Old,
manual procedures may have been fine in the past, but with innovation
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2 REAL-TIME RISK

sweeping through, risk management executives have to be ready to see estab-
lished operating models and platforms go out the door as newer, untried
approaches take their place.

Consider the investment advisory industry. Reliance on charming bro-
kers to seduce ever-dwindling pools of clients into paying for their commis-
sions and overhead expenses remains the business model for some firms. At
the same time, a number of well-established startups deliver cutting-edge
portfolio-management advice to investors right over the Internet, with some
charging as little as $9.95 per month.

TRADING FLOOR SUPERVISOR

Global banks like Barclay’s and Credit Suisse have exited the US wealth
management arena while at the same time hundreds of millions of dollars in
venture funding have been channeled to fintech startups working to stream-
line financial advice and beyond.

The bet has been wagered that new innovative and cost-efficient business
models are here to stay. Innovation can take the form of a completely new
approach to conducting business or through advances in the information
used for the existing way of conducting business. As an illustration, while
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many finance professionals are still debating market structure and whether
a new exchange will help people avoid high-frequency traders, companies
like AbleMarkets deliver a streaming map of high-frequency trading activity
directly to subscribers’ desktops, leaving nothing to chance and helping to
significantly improve trading performance across all markets. Similar inno-
vations are going on in insurance, risk management, and other aspects of
financial services, and firms that are not up to par on what’s going on are at
a significant risk of failure.

EVERYONE IS INTO FINTECH

Have you ever missed opportunities in the markets because you felt you were
disrupted? We have been in a unique and fortunate position to be immersed
in the heart of fintech innovation and to observe first-hand the extent of what
is becoming a true disruption to businesses that, in turn, disrupted finan-
cial markets in the late 1970s and 1980s. Think of this as Finance 3.0. The
possibilities are endless, and the new players are already embedded in most
facets of traditional finance. These new players are not boiler rooms—most
founders have advanced degrees and the most recent scientific innovations
at their fingertips.

According to the Conference Board, investment in financial technology,
trendily abbreviated into fintech, grew by 201 percent in 2014 around the
world. In comparison, overall venture capital investments have only grown
by 63 percent. The digital revolution is well underway for banks, asset man-
agers, and customers. The impact on the financial institutions from the many
startups that are trying unproven ideas is beginning to crystallize. Venture
capitalists are betting that the once-stodgy financial industry is about to
experience a considerable transformation.

The pace of change for the financial world is speeding up, and startups
and venture capitalists are hardly alone in the fintech craze. Apple, Amazon,
and Google, among others, have already launched financial services plat-
forms. They have aimed at niches where they can establish a strong position.
Threatened by these new entrants, traditional financial stalwarts are hearing
the pitch: Adapt to the new environment or perish.

Banks are launching their own internal funds and hiring significant num-
bers of developers for internal builds. Why now? In his latest annual letter
to shareholders, Jamie Dimon, CEO of JPMorgan Chase, wrote that “Sili-
con Valley is coming.” While this statement went unnoticed by the news, it
reflects the torrent of venture capital flowing into fintech. Estimates by the
Economist, shown in Figure 1.1, suggest that 2014 was the watershed year
for fintech startups.
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FIGURE 1.1 Global fintech investment
Source: Economist, May 19, 2015.

The Current State of Big Data Finance

What is big data finance? For many financial practitioners, big data is still
just a buzzword, and finance is business as usual. However, looking at the
hottest-financed areas of business, one uncovers particular trends that move
beyond buzz into billion-dollar investments. According to Informilo.com,
for instance, the fastest-growing areas of big data in finance in 2015 were:

Payment services
Online loans
Automated investing
Data analytics

Each of these areas, in turn, translates into automation. The payment
services businesses, such as TransferWise, harness technology to commodi-
tize counterparty risk computations. Counterparty risk is a risk of payment
default by a money-sending party. Some 20 years ago, counterparty risk was
managed by human traders, and all settlements took at least three business
days to complete, as multiple levels of verification and extensive paper trails
were required to ensure that transactions indeed took place as reported.
Fast-forward to today, and ultra-fast technology enables transfer and con-
firmation of payments in just a few seconds, fueling a growing market for
cashless transactions.

Similarly, the loan markets used to demand labor-intensive operations.
Just 10 years ago, the creditworthiness of a bank’s business borrowers
were often judged during a round of golf and drinks with the company’s
executives. Of course, quantitative credit-rating models such as the one
by Edward Altman of New York University have proved invariably
superior for predicting defaults over most human experts, enabling faster
online loan approvals. Online loan firms now harness these quantitative
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FIGURE 1.2 Zopa originations by month
Source: p2p-banking.com

credit-modeling approaches to produce fast, reliable estimates of credit risk
and to determine the appropriate loan pricing.

Can anyone issue loans over the Internet or facilitate payments? Accord-
ing to recent industry reports, yes, the founders of many loan startups that
originated during the credit squeeze of 2009—have little prior background
in lending.

The key issues in lending are (1) having capital to lend, and (2) estimat-
ing credit risk of the borrowers correctly. The pricing of the loan service,
interest, is then a function of the credit rating. If and when a borrower
defaults, the loan should be optimally paid out from the interest. More
generally, the average loan interest should exceed the average loan amount
outstanding in order for the lender to make money.

The lending business is central to banking, and banks have had a near
monopoly over the lending business for a very long time. New approaches
to lending have emerged that compete with banks. Banks fund loans with
deposits, whereas peer-to-peer lending is funded by investors. The leading
players in this new approach to lending are the LendingClub and Prosper
in the United States and Funding Circle and Zopa in the United Kingdom.
In 2015, Zopa passed the Great Britain pound (GBP) 1 billion mark. Zopa’s
growth is shown in Figure 1.2.
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With peer-to-peer lenders prospering with their new model, not only
have banks noticed, but in some cases, started to acquire the upstart
companies. SunTrust Bank acquired FirstAgain in 2012, later rebranding it
LightStream.

New technologies are making their presence felt in wealth management
as well. The topics of the robo-advising and a broad group of analytics
are the most diverse and least exact. Robo-advising takes over the job of
traditional portfolio management. The idea behind robo-advising is that a
computer, programmed with algorithms, is capable of delivering portfolio-
optimized solutions faster, cheaper, and at least as good as its human counter-
parts, portfolio managers. Given a selected input of parameters to determine
the customer’s risk aversion and other preferences (say, the customer’s life
stage and philosophical aversion to selected stocks), the computer then out-
puts an investing plan that is optimal at that moment.

Automation of investment advice enables fast market-risk estimation
and the associated custom portfolio management. For example, investors of
all stripes can now choose to forgo expensive money managers in favor of
investing platforms such as Motif Investing. For as little as $9.95, investors
can buy baskets of ETFs preselected on the basis of particular themes. Com-
panies such as AbleMarkets.com offer real-time risk evaluation of markets,
aiding the judgment of market-making and execution traders with real-time
inferences from the market data, including the proportion of high-frequency
traders and institutional investors present in the markets at any given time.

Not only are the changes aimed at managing the portfolios of the retail
investor but also in the way companies are raising capital from these same
investors. Crowdfunding has become a popular way for ideas to turn into
projects with real funding. Kickstarter is one of the more popular sites.

And companies like Acuity Trading, Selerity, and iSentium are trying to
harness data from platforms like Twitter to give an indication of investor
“sentiment,” which, in turn, gives them an idea of which way to trade.

The information-driven revolution is changing more than the investing
habits of individuals. Institutional investors are increasingly subscribing to
big data information sources, the more uncommon or uncorrelated is the
data source, the more valuable it is. Each data source then drives a small
profit in market allocations, and, when combined, all of the data sources
deliver meaningful profitability to the data acquirers. This uncommon-
information model of institutional investing has become known as Smart
Beta or the Two Sigma model, after the hedge fund that grew 400% in just
three years after the model adoption.

Underlying all these developments are the advances in scalable architec-
ture and data management. Ultra-fast computation and data processing are
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critical enablers of other innovative forms of financial research and investing.
Several companies have lately generated multibillion-dollar valuations by
providing analytics in the software-as-a-service (SaaS, pronounced “sass”).
For instance, Kensho is delivering the power of human-language queries in
customers’ data, which have been rolled out across Goldman Sachs.

Risk managers face a daunting challenge. Finding a risk event is the
needle in a haystack. With automation and big data, the haystack becomes
a mountain, and that mountain is virtual. The potential to catch issues could
never have been stronger, but the ways of doing so are drastically novel.

THE MILLENNIALS ARE COMING

Why is technology transforming financial services now? Where was it
20 years ago, when computers and the Internet already existed? The short
answer is the millennials, a generation of young people loyal to their smart
phones and technology platforms and caring little for other brands, such as
those of banks. With this generation of people now in the workforce, the
choices that this group of 84 million make can provide the momentum to
carry change. The millennials, born between 1980 and 2000, are expected
to hold $7 trillion in liquid assets by 2020.

Recent findings in the Millennial Disruption Index (MDI) paint a
startling portrait of preferences so different from older generations and
so aligned with corporate digital heavyweights that financial services may
change further dramatically. For example, according to the MDI study, one
in three millennials will switch banks in the next 90 days. Additionally,
over 50 percent of the 10,000+ respondents consider all banks to share the
same value proposition. In other words, millennials don’t see any difference
among financial institutions. With over 70 percent of respondents saying,
“They would be more excited about a new offering in financial services from
Google, Amazon, Apple, Paypal, or Square than from their own nation-
wide bank,” it is clear that change is before us. Such findings open the door
for brands like Google to enter the market and build a stable business with
the millennials before bringing in older generations.

Traditional banks are feeling the threats of new entrants. Apple, Google,
and Amazon are now all actively participating in the financial services indus-
try. Whether through payments, cloud infrastructure, or investments into
other fintech companies, firms considered technology leaders are focusing
on financial services. The technology giants have even created their own lob-
bying group to avoid getting mired in regulatory red tape encasing banks.
(See “An Excerpt about the Silicon Valley Lobbying Entity.”)
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AN EXCERPT ABOUT THE SILICON VALLEY
LOBBYING ENTITY

Leading Silicon Valley players are so intent on entering financial ser-
vices that they have launched a collaborative advocacy group to push
Washington to create rules that are friendly to new technologies for
financial services. The group, known as Financial Innovation Now,
comprises founding members Google, Apple, Amazon, PayPal, and
Intuit.

“These five companies are coming together because innova-
tion is coming to financial services,” Brian Peters, the group’s
executive director, told BuzzFeed News. “And they believe that
technological transformation will make these services more
accessible, more affordable, and more secure.”

Whether through products like Google Wallet, Amazon Payments,
and Apple Pay, acquisitions like PayPal’s purchase of mobile payment
startup Venmo, or investments like Google’s in peer-to-peer lending
outfit Lending Club, the group’s founding companies all have a stake
in the evolving industry and its regulation.

“The goal here is to serve as the voice of technology and inno-
vators,” Peters said. “Because honestly the banking policy con-
versations in Washington have not had that voice bistorically.”

Source: Buzzfeed, Nov. 3, 2015.

How can this affect you? For years, financial services companies
focused their investments on meeting regulatory changes or incremental
improvements—automation, workflow, and so on. The essential business
model went untouched. What’s changing now is that new startups are
bringing a Silicon Valley approach, and they are entering financial services
with bold new business ideas.

The same message resonates for most investors: institutional or retail,
global macro or small-cap, trading in the dark pools or lit exchanges. The
sudden demand for new technology concerns all aspects of the financial
ecosystem. At least some of the demand is based on the idea that operating
models need to become leaner to offer services at lower price points, utilize
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a labor force based all over the world, and compete with new players. While
slimming their offerings makes banks less prominent, it may enable them to
face the challenge of new well-heeled Silicon Valley entrants as they get into
the business of financial services.

How do you protect your company in an environment of disruptive
change? How do you anticipate shocks to the markets precipitated by new
dynamics at play? How do you ensure you know your customer when more
and more of your company’s process are moving to new platforms? These
are some of the questions we explore in the following chapters.

How is the current environment different from the one, say, just 10
years ago? Today, many companies have adopted the Digital One company
strategy with the idea to integrate social media, mobile technology, cheap
computing power, fast analytics, and cloud data storage.

SOCIAL MEDIA

Social media alone creates change, and not just because of all the new tools
connecting billions of individuals worldwide. People use social networks
to gain immediate access to information that is important to them. The
increased independence that people feel when they can access their networks
whenever and wherever they want makes these networks a treasured part of
the way they spend their day.

For investors, social media may mean wide access to a variety of infor-
mation on the go. On the train and feel like learning the business model of
some obscure public company? Not an issue. At the airport, but thought
of investing in a specific municipal bond and need more information on
the jurisdiction? Here it is. A successful fintech business has a social net-
work that reaches investors both proactively and responsively. By offering
a social experience, the business can provide traditional services in a setting
that is consistent with the social network’s way of navigating. Analyzing a
customer’s use of the social network allows a company to respond to clients
in a tailored fashion, offering messages and ideas that are consistent with
what the customer wants.

The implications of social media, however, go far beyond the communi-
cation and customer service experience a business can have with prospects
and clients. Unlike news, social media is a powerful user-generated forum
where ideas collide, opinions are formed, and beliefs are floated, often
completely under the radar of traditional media. The participants who
offer the opinions often join in anonymously, concealing their identity in a
degree of masquerade where they feel comfortable to disclose their thoughts
honestly and passionately. The same degree of honesty is often impossible
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in our politically correct daily interactions, even with the nearest friends
behind closed doors. The chatroom-formed opinions then often trickle
into the stock markets as people trade on their beliefs, putting their money
where their mouths are.

Harvesting and interpreting social media content has thus been a boon
for a range of financial businesses. Machine-collected sentiment on specific
stocks has been shown to predict intraday volatility and future returns. The
AbleMarkets Social Media Index, for example, has consistently predicted
short-term volatility over the past six years, and is used by investors, execu-
tion traders, and risk management professionals.

Is all social media content created equal? As you have guessed it, this is
very far from being the case. With proliferation of automatic social media
tools, for instance, a lot of the content comprises “reposts” and “retweets”
of information found elsewhere. This duplication of materials sometimes is
worthwhile and reflects the copying party’s agreement or endorsement of
the original content. In many instances, however, duplicate content appears
to be streamed simply to fill the informational void of a given social media
participant’s stream.

Another social media hazard is fake news. This may come in the form of
individuals’ posts or, much worse, via fraudulent posts on hijacked accounts
of other users. A classic in the latter category was a Twitter post on the
Associated Press account informing followers of an explosion at the White
House on April 23, 2013.

Separating the wheat from the chaff in the social media space is not a
job for dilettantes, and requires advanced machine-learning algorithms. In
today’s market environment, where the profit margins are thin and every bit
of information is valuable, correct inferences are critical and experience in
dealing with various circumstances is worth a lot.

MOBILE

How is mobile affecting your business? The prevalence of mobile devices has
already driven business of all shapes and sizes to offer their services through
an online channel. Why are people choosing to transact over the mobile
channel? Accessing a service at a convenient time without any concern of
intrusions during the experience is a very powerful use case. There are no
lines, no puddles to navigate on the way to the service, and the customer can
jump between the transaction and doing something else as needed.
Furthermore, mobile takes instant gratification to a new level. Are you
sitting on the beach, yet have a sudden urge to send money back to your
parents in Canada? TransferWise will take your order right there and then.
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Need to apply for a loan at the same time? No problem—100 or so new
apps will be at the ready to process your information and issue preapproval
in a matter of minutes, if not seconds.

The ability to fulfill your latest craze or wish anywhere at any time
is clearly driving much of market innovation. In response to people’s 24/7
newly found ability to demand financial services, companies like the Chicago
Mercantile Exchange (CME) now offer around-the-clock trading in selected
futures. Whenever you want it, you can bet your money on the latest thought
or piece of research.

Adding to the real-time 24/7 availability of services is the proliferation
of smart watches. Whereas “traditional” mobile devices may be securely
packed out of site, say, in your back pocket, the wrist gadget is much
harder to ignore. And the millennials reportedly love it. In response,
the development of smartwatch applications devoted exclusively to all
things financial has exploded. According to Benzinga, there are at least 22
fintech apps coming to Apple Inc.’s smartwatch (see “Financial Services
Applications Being Developed for the Apple Smartwatch”). And there is
no mention of Bloomberg or Thomson Reuters on this list. Are they wise
to stay away from the smartwatch, or will someone else just step in and
replace them altogether?

FINANCIAL SERVICES APPLIGATIONS BEING DEVELOPED
FOR THE APPLE SMARTWATCH

1. Scutify. Scutify (a financial social network) was the first fintech
company to confirm to Benzinga that it was developing an app for
Apple Watch.

“Anyone that’s an investor [will] want to be able to check
stock quotes and interface with their porifolio and see if
the portfolio is up or down and what it’s doing for the
day,” Cody Willard, chairman of Scutify, told Benzinga.
When asked why Scutify was so eager to jump on the
Apple Watch bandwagon, Willard recalled the words
of a hockey legend that was famously quoted by Apple
co-founder Steve Jobs.

“You want to be as, Wayne Gretzky famously said,
skating to where the puck is going, not to where it is,” said
Willard. “We’ve got to move forward if we’re moving to
a wearables culture.”
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10.

11.

12.

13.

. NewsHedge. NewsHedge, a Chicago-based fintech startup that

develops software solutions for the global financial community, is
working on an app for multiple smartwatches.

. Prism. Consumers want a simple way to pay bills. Prism, a startup

devoted to addressing this issue, has developed an Apple Watch
companion app for use with its iPhone app.

. Unspent. Unspent, an app that allows users to track their spending

and set up budgets for multiple spending types, is coming to Apple
Watch.

. Fidelity. Fidelity is building an app for Apple Watch that will give

its customers a "distinctive overview of global markets and alerts
on stocks and investments in real-time right on their wrist."

. iBank. iBank will provide some of the same features as

Unspent—plus a whole lot more.

. MoneyWiz 2. MoneyWiz is bringing its latest app to Apple’s highly

anticipated smartwatch. The app will allow users to check account
balances and create expenses/incomes on the go. Users will also be
able to change the theme to match the look of their watch.

. Citibank. Citigroup Inc. has developed an Apple Watch app that

will allow customers to check their account details and locate the
nearest ATMs, among other features.

. E*TRADE. E*TRADE plans to have an app available in time for

the Apple Watch’s domestic debut on April 24. Finance Magnates
detailed the app, which will allow users to “follow the markets
and their own portfolios.” Users will not be able to enter trades,
however.

IG Group Holdings. In a separate story, Finance Magnates
reported that IG Group Holdings Plc was the first company to
announce an actual trading application for the Apple Watch.

Chronicle. Some people need help remembering when it’s time to
pay their bills. Chronicle hopes to meet their needs.

Redfin. Scheduled to debut at launch, the Redfin home buying app
will allow users to find nearby homes that are for sale, view photos
and statistics (prices, square footage, etc.) and info with friends and
family, among other features.

Trulia. According to Time, Trulia will also bring real estate listings
to the Apple Watch.
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14.

15.

16.

17.

18.

19.

20.

21.

22.

BillGuard. Lots of apps allow users to track their spending—this
one also lets them know when a fraudulent charge has been
made. According to Time, BillGuard (which is already on iOS and
Android) will provide those features to Apple Watch users.

Discover. Time also reported that Discover Financial Services is
making an app that will allow Discover cardholders to check avail-
able credit, bank balances and other tidbits.

BankMobile. According to Bank Innovation, BankMobile is
among the startups that are interested in Apple’s new smartwatch.
The company, which claims to be the only banking service in
America with “absolutely no fees,” is reportedly working on an
Apple Watch app.

DAB Bank. Bank Innovation also reported that German company
DAB Bank is developing an Apple Watch app.

PortfolioWatch. PortfolioWatch is one of the few apps that actually
requires users to pay a couple bucks. Buy the iPhone/iPad version
today and get the Apple Watch version for free when it becomes
available.

24me. There has been a lot of talk about the Apple Watch’s various
health and fitness features, but few have talked about its ability to
act as a personal assistant. 24me could change that. Best of all,
users can add info from their favorite financial service providers.

Pennies. Another personal budgeting app, Pennies is available for
the iPhone and is being developed for the Apple Watch.

Call Levels. Call Levels announced this week that it is bringing its
real-time financial monitoring and notification service to Apple’s
smartwatch.

Mint. Mint was one of the first apps confirmed for the Apple
Watch. The company describes it as a “companion to the Mint
iPhone experience.”

GHEAPER AND FASTER TECHNOLOGY

What would it mean to you if your technology costs dropped? Over the past
30 years, the costs of computing have been falling steadily and, sometimes,
exponentially. Some 30 years ago, a computer of decent processing power
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cost as much as US$20 million and was so big that it required its own highly
air-conditioned room. Today, a machine with comparable specifications can
be picked up at a local Best Buy for about $200, and it is about the size of a
high school yearbook. The decline in the costs of computer technology has
been driven by several factors:

1. Broadly-based demand for fast, superior computing by retail users, such
as video gamers, has created a business case for a larger-scale manufac-
turing of computers, reducing costs.

2. Investments in research and development by Silicon Valley consumer-
oriented companies, such as Google and Apple, have resulted in faster,
leaner, and more affordable solutions.

3. Overseas investments by countries such as Singapore enabled foreign
production of top-quality components at a fraction of the cost, reducing
overall ticket prices of machines.

Lower costs have permeated every aspect of computing from data

storage to analytic power, allowing innovations such as cloud computing
to flourish.

GLOUD GOMPUTING

The term cloud refers to a collection of computers, each with its separate
processing and storage engines, which are interconnected and operate
with a single interface. The interface is a complex computer program
with built-in intelligence to automatically distribute the workload and
the storage capacity among the participating machines. The cloud enables
companies to reduce their data storage and processing costs by outsourcing
at least some of their infrastructure and data storage.
A great example of a successful cloud deployment is Tradier.

According to Forbes, Tradier offers a brokerage-account manage-
ment system, a trading engine, and some market data. It then hands
them off to application developers who can launch their own trading
platforms, mobile apps, algorithmic trading systems, or other cus-
tomized features for their customers, who are traders and investors
who want to play the markets their own way. Account settings and
market data are based in the cloud, so customers can log in to, and
trade from, any of Tradier’s developer partners.

As Dan Raju, the CEO of Charlotte, N.C.—based Tradier,
explains it, “Tradier has decoupled the individual brokerage
account from the front-end investing experience.” Raju believes
that bis firm is offering a democratic platform that gives everyone
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access to the same cloud-based engine that powers retail trading.
He thinks of the developers as delivering “that most innovative last
mile” to the trader, while the nuts and bolts of account management,
tax reporting, funding, and so on are handled by Tradier.

BLOCKCHAIN

Blockchain, a technology underlying Bitcoin and gaining an increasingly
wider acceptance in financial settlement, is an example of a cutting-edge
technology made possible by the cloud. The key idea underlying blockchain
is an algorithm allowing users to simultaneously update the cloud database
while maintaining the database’s integrity, all in real time. Applied to finan-
cial trading, blockchain enables brokers and other institutions that handle
their orders and money to reconcile their ledgers in real time. In other words,
blockchain shortens the settlement procedures from T + 3 and T + 1 (still
a standard in many financial instruments today) to real time. Shorter set-
tlement times, in turn, allow for real-time margin calculation and lower
margin-related risks. These developments, once adopted, will lead to even
more real-time trading.

This won’t happen overnight. The complexities involved in moving all
trading toward real time are nontrivial. Topics like margin, securities lend-
ing, and over-the-counter (OTC) trading introduce time-consuming admin-
istrative procedures or custom trades that are not perfectly suited to the
standardized type of blockchain discussed at this time.

Of course, the value of blockchain extends far beyond financial settle-
ment. It is a tool that allows multiple parties to do business together ensuring
reliability and at the same time without the threat of corrupting data. The
financial businesses that are likely to be affected by blockchain technology
require real-time electronic negotiations, such as over-the-counter trading,
loan origination, and any kind of workflow that was historically done slowly
due to the high degree of error and the complexity of transactions. In short,
before blockchain, many tasks had to be executed by one party at a time to
prevent corrupting data. With blockchain, many parties can do tasks at the
same time without worrying about possible overwrites, miscommunications,
and so on.

FAST ANALYTICS

TransferWise and loan-issuing apps did not emerge as a function of an ability
to quickly send requests on the go. Beneath every successful money transfer
and loan approval is a complex analysis that determines the risk of each
operation.
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At the core of all the super-fast information sharing is data analytics.
Take, for instance, any near-instantaneous loan approval process. All loans
are subject to credit risk—the risk that the loan is not repaid on time,
if at all. Typically, the higher the probability that the loan is repaid in full
and on schedule, the lower are the interest rates the lender needs to charge
the borrower to make the transaction worthwhile. The reverse also holds:
The higher is the probability that the borrower defaults, the higher are the
rates the lender needs to charge to compensate for the risk of a default.
The creditworthiness of the borrower can be forecasted using various fac-
tors, of which free cash flow and its relationship to the existing short-term
and long-term debt, as well as other factors from Edward Altman’s model,
are critical. The ability to gather and process the required data points in
real time are making the here-and-now loan approvals possible.

In general, risk, to many financial practitioners, has implied a multiday
Monte Carlo simulation, something impossible to accomplish in a matter of
hours, let alone seconds. Now, with new technologies, tiber-fast processing
of data is not only feasible, it is already in deployment in many applications.

How does data processing accelerate over time? Several applications
running atop cloud architecture help dissect vast amounts of data faster
than a blink of an eye. MapReduce was a first generation of fast software
that allowed data mining extensive volumes of information and helped
propel Google Analytics to its current lead. Still, newer, faster applications
are here. Spark, an application that also runs on top of a cloud architecture,
outperforms MapReduce and delivers lightning-fast inferences through
advanced management of computer resources, data allocation, and, ulti-
mately, super-fast computational algorithms rooted in the same technology
that allows real-time image and signal processing.

To understand why customers make decisions, companies harness the
data available to them. In the past, customer segmentation studies were
fixed in a point in time and used a variety of analytical approaches. Why
go through this effort? By identifying types of customers who have similar
tendencies to make similar decisions, a company can tailor their marketing,
products, and investments. But that is the traditional approach.

With all forms of transactional and social data available and with enor-
mously more computing power, companies can predict future behavior of
clients almost at the same pace as clients are making their own decisions. For
example, where will the aggressive high-frequency traders trade in five min-
utes? New technologies, such as the one of several offered by AbleMarkets,
can answer this question on the fly.

Traditional players need to review their technology spend and consider
that while they are making incremental improvements, their clients may be
evaluating a leap to an insurgent with a category-killing new app.
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Not only are startups working to provide discrete services with the likes
of Google but also entire business models are being created to challenge
established ways of doing business. For example, robo-investing is a
substitute for online brokers as well as full-service brokers and financial
planners. The idea has been around for a while; however, in the last
five years the momentum has started to grow. According to Corporate
Insights, robo-advisers had gathered $20 billion in assets by the end of
2014, which is a small portion of the $24 trillion in retirement assets in the
United States. The growth and the high-profile venture capital funding of
Betterment and Wealthfront have led players such as Vanguard to launch
their own robo-advisers. The growth of these companies is a topic the entire
investment management industry is watching and the question becomes
will the baby boom generation adopt this form of wealth management in
their retirement or is this service geared to the millennials.

The innovation to use predictive technology is not just about consumer
habits. Of course, future fintech solutions will churn through transaction
history to spot trends and use that information to provide intelligent rec-
ommendations on decisions such as what credit card to pay off first, how
much to put down on a home, or how to save for a new car. They’ll even
suggest things like whether it’s better to buy or lease a car. However, the
majority of changes from predictive analytics will occur at the institutional
level, resulting in sweeping organizational and operational changes at most
financial services.

For institutional asset managers, predictive analytics assess future
volatility, price direction and likely decisions by fund managers. A pioneer
in predictive analytics for investment management is AbleMarkets, which
brings aggressive high-frequency trading (HFT) transparency to market
participants. AbleMarkets estimates, aggregates, and delivers simple daily
averages of aggressive HFT so that professionals can improve their predic-
tion of the market’s reaction to events, assessments of future volatility, and
shorter-term price movement. It is used for portfolio management, volatility
trading, market surveillance by hedge funds, pension funds, and banks.

What is different now? Computers are now involved in many economic
transactions and can capture data associated with these transactions, which
can then be manipulated and analyzed. Conventional statistical and econo-
metric techniques such as regression often work well, but there are issues
unique to big data sets that may require different tools. First, the sheer size
of the data involved may require more powerful data manipulation tools.
Advanced databases and computer languages are required for most large
data sets; after all, even the latest version of Excel stops at some one million
rows. What if your data set contains five billion records? Second, we may
have more potential predictors than appropriate for estimation, so we need
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to do some kind of variable selection. A popular technique called principal
component analysis does just that: it estimates clusters of properties com-
mon among the records. Those clusters next become important variables in
slicing and dicing the data. Third, large datasets may allow for more flexible
relationships than simple linear models. Machine learning techniques such
as decision trees, support vector machines, neural nets, deep learning, and
so on may allow for more selective ways to model complex relationships.

What are the old-timers, who want to survive and thrive in the new
competitive environment, to do? First, one needs to understand the lay of
the new land. The borders have been redrawn, the capitals have moved, and
Finance 3.0 is simply not the business it used to be.

IN THE END, IT'S ALL ABOUT REAL-TIME DATA
ANALYTICS

Much of this book is devoted to the innovation in the growing field of data
analytics. In the last 20 years, finance has seen nothing short of an explo-
sion of data. Just 20 some years ago, the only data available to investors
comprised five figures reported in the long tables in the newspapers on the
following day (T + 1). The data comprised daily open, high, low, close
and volume for the previous trading day. No information about the mar-
ket conditions beyond these numbers was available even within the banks
and other market makers: by law, only the latest 21 days of intraday data
were required to be handy at most institutions. Data storage was expen-
sive, number crunching took forever, the profit margins were thick enough
to avoid any additional data-driven work.

As technology became cheaper and more sophisticated at the same time
over the following decades, the market participants began reevaluating the
cost—benefit equation of more data. Quant traders and portfolio managers
were the first to deploy data analysis to improve financial functions in a
semi-algorithmic framework. Using mostly daily data and armed with the
latest inferences from physics and other research fields, the quants sought
answers to challenges associated with portfolio risk, derivatives pricing,
diversification, and other issues. Their findings paved the way to modern
exchange-traded funds (ETFs), passively managed, yet actively traded
indexes.

As the daily-data field became saturated, researchers turned to intraday
data. The late 1990s saw the birth of high-frequency trading and execution
algorithms, requiring a higher degree of processing speed. With Regulation
Alternative Trading Systems (Reg ATS, 2000), the volume of data increased
further as a number of new trading venues and exchanges came online.
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Regulation National Market Systems (Reg NMS, 2005) has further driven
data storage and processing, by requiring the compilation of market quotes
in the government’s Security Information Processor (SIP) system and the fol-
lowing redistribution of SIP data back to trading venues. The introduction of
SIP has shored up the real-time nature of data on many exchanges and con-
tributed a great deal to the volumes, depth, and sophistication of financial
data we observe today. And the regulatory shift is chasing the data advances
to their utmost frontiers. For example, the latest regulations about pre- and
post-trade analytics coming from MiFiD II and the intraday liquidity risk
management from Basel all demand new, faster, ever more powerful data
and analytics.

And the data sets are still growing. As new asset classes and new
exchanges come online, trading hours extend and trading becomes more
and more global, generating volumes of new data. In addition, the world
of data outside of financial services has a direct influence on what is going
on within the markets, and making use of this data requires storage and
real-time processing. Taken in aggregate, the news delivered by companies
like Dow Jones, along with the blog posts by random individuals, and even
the Internet activity collected by the data behemoths like Google, can all
be used to understand and improve upon market movements. And it is all
happening right this moment, while you are reading this sentence.

This book is written for investors who are interested in the impact of
the latest revolution to affect finance and what that means for their deci-
sion making. The book is not heavy on the models, although references are
provided, where appropriate. Instead, the book discusses at length the per-
ceived and documented impact these disruptions will have on companies
and what that will mean for the markets. With market crashes, interest rate
uncertainty, and wars threatening to disrupt the market stability, it is more
important than ever to have a balanced data-driven perspective on what is
really going on in today’s markets.

Have you ever been concerned that the big data revolution and real-time
disruption is leaving you and your investment portfolio behind? This book
seeks to close the gap in knowledge so that you can be more confident in
making investing decisions going forward.

END OF CHAPTER QUESTIONS

What is fintech?

Why is fintech boom happening now?

What are the primary enablers of fintech innovation?
What are the hottest areas of fintech innovation?
What are the biggest risks of fintech innovation?

M
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This Ain't Your Grandma's Data

—What do bots and intraverts have in common?

—They like to keep their cool.

Real-time risk is the possibility of lost value in an investment that
occurs very fast, in real time or near-real time. It is often known as intraday
drawdown, or instantaneous or short-term downward volatility; it is closely
related to intraday margining. While real-time risk has in principle existed
since the beginning of financial time, there was little way to scientifically
measure and estimate it. This chapter focuses on the trends that allowed for
the development of real-time risk as a discipline.

DATA

A New York Times article covering the latest Triple Crown horse race win-
ner, American Pharoah, in early 2016 noted that the horse was identified as
having amazing potential when the animal was only one year old. The pre-
diction of success was made by a team of data scientists who estimated the
horse’s performance by noting the size of the winner’s heart, among other
characteristics compared with past race winners. On the future potential
of the horse, the data scientists advised the owner “to sell the house, but
keep the horse.” Their prediction paid off—American Pharoah won and
made the owner a small fortune. The real victory, however, can be assigned
to data science—the researchers’ ability to identify the winner ahead of time
based on quantitative metrics.

At its core, the data science behind the horse’s win is similar to the meth-
ods deployed by modern analysts of financial markets. By observing and
measuring recurring characteristics and phenomena in the stream of finan-
cial digits, data scientists are able to pinpoint winning stocks, predict market
crashes, detect market manipulation, and the like.

With time, financial analysis is becoming increasingly precise and data-
intensive. This change is driven by ever-plummeting costs of the technology
required to crunch data, by ever-expanding data availability, and by the
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success of data science in financial applications. Big data analyses often drift
to the shortest time frames, involving data captured in milliseconds and
microseconds. Firms such as Getco, Virtu, and Quantlab have developed
their capabilities to analyze data with short-term time frames over the past
couple of decades. Not only do institutions benefit from the advantages of
short-term financial data analyses, but also smaller investors can reap hand-
some rewards, as well.

The speed of analysis has changed the data itself. Today, data come
in many shapes and sizes. Broadly, data can be thought of as structured
versus unstructured. Structured data refers to numbers that fit neatly into
a database. Structured data have well-defined columns and rows, and are
delivered in this deliberate manner. As a result, structured data sets imme-
diately lend themselves to financial analysis, and can be tested as factors in
factor models, similar to a market model or an extended capital asset pricing
model (CAPM).

Unstructured data is the opposite of structured. It can take many forms
such as human speech, diverse web content, and raw market data comprising
every single tick of data across the markets. Unstructured data are generally
unsuitable to analyses involving traditional financial modeling, and must be
first cleaned and structured in order to be useful.

The process of data structuring can be complex, tedious, and above all,
uncertain. Fitting loose data into a rigid table almost always results in tossing
overboard some “extraneous” data points, which may prove to be extremely
valuable in another pair of hands. Extracting meaningful insights is generally
not even an exercise in machine learning—it is art as much as it is science,
and years, if not decades, of experience are required to produce meaningful
inferences beyond basic summaries.

As a result of the complexity embedded in the process of data struc-
turing, structured data is becoming a hot commodity, purchased by hedge
funds to improve returns and by industry vendors who want to improve their
competitive analysis.

In addition to the structured versus unstructured classification, some
researchers like to distinguish between data and information. Strictly speak-
ing, information is only new data. Old data is not news—it is old data.
Information arrives in an unpredictable pattern, and can comprise people’s
opinions, events, and other, potentially noisy, bits. Old data, on the other
hand, are neatly stored in often easily-accessible formats and frameworks.
Regardless of mnemonics, both information and data are critical in today’s
markets. Information provides us with inputs into real-time assessments of
the market conditions, and the old data allow us to train our assessments on
past behavior.

Of course, the past is not predictive of the future; however, some past
behaviors of the markets and market participants recur again and again.



This Ain’t Your Grandma’s Data 23

Take, for example, exchange-traded funds (ETFs), discussed in detail later
in this book. As long as ETFs exist, people will trade around them in a highly
consistent fashion. Analyzing this consistency can produce inferences about
future behavior. However, the power of any data to create predictions may
wane over time or be obliterated altogether.

THE RISK OF DATA

Data analysis in itself is subject to risks that may lead to faulty inferences
and bad decisions that follow:

1. The process of analyzing data, regardless of complexity, can go off the
rails on several fronts: A small data sample may pick up a pattern that
does not recur on a sufficiently long timeline, misleading the researchers
of the pattern’s power and predictability.

2. Oversampling data may occur when researchers torture the same sample
of data over and over to tell them something useful about the markets.
Often, the only outcome of such analysis is a misleading forecast.

Bzzzz, it's snowing, we lost the data signal...

3. Overreliance on machine learning is another issue plaguing data
scientists. Machine learning may mean many things to different people,
but it usually refers to algorithmic factorization of data and iterative
refinement of models based on their realized predictive power. While
it is very tempting to entrust computer scientists and machines to sift
through mountains of data in search of a gold nugget of predictability,
the reality is that markets are driven by economic models that require
deep understanding of not just mathematics and computer science, but
also the market participant behavior and existing economic models.



24

REAL-TIME RISK

Understanding the often nonlinear economics underlying the markets
helps speed up subsequent machine learning by a factor of weeks,
if not months or years. How is this possible? Pure machine learning
often begins with a so-called spaghetti principle, as in, “Let’s throw the
spaghetti (market data) against the wall (past market data and other
data), and see what sticks.” Thorough understanding of economics
helps reduce the amount of wall space needed for these experiments,
a.k.a the data drivers, considerably, saving time and labor for the data
science crew.

Duplication of models is a serious problem that presents itself in finan-
cial circles. A blogger recently posted that the current career trajectory of
financial data modelers follows a pattern: Year 1: Glory, Year 2: Sweat
and Tears, and Year 3: a Wild card. In the first year at a new employer,
data modelers bring over a proven successful model from the previous
place of employment or deploy a model that had been in development
for a while and implement it profitably, obtaining a bonus reward. In
the second year, the employer’s expectations are high with hopes of
a repeat performance, but with a second model. Developing this new
model requires very hard work—something that only very few people
can do, resulting in sweat and tears. In the third year, the workers reap
the results of their previous year’s labor, and their new models either
work, or the workers are sent out to pasture, which most often means
to the next fund where they start by implementing the model that was
successful in year one at their previous job. In the end, models tend to
circulate financial shops several times over, diluting their quality and
also creating systemic risks. Suppose a given model has an Achilles’ heel
that is activated under certain rare market conditions. Due to the large
amounts of money invested in the working models across a wide range
of financial institutions, the impact of the Achilles’ heel may be greatly
amplified, resulting in a major market crash or other severe destruction
of wealth across the financial markets. And, if the money used to prop up
the strategies is borrowed, as is customary with hedge funds, the effect
of just one flaw in a single model can be disastrous for the economy as
a whole.

Does this sound like an exaggeration? Think back to August 2007,
when hundreds of Wall Street firms, including proprietary trading desks
at the investment banks, were running the same automated medium-
term statistical-arbitrage (stat-arb) strategies popularized by an over-
zealous group of quants. That August, in the midst of the quietest two
weeks of the year when most people manage to leave for a vacation,
these models broke down overnight, resulting in billion-dollar losses
across many financial institutions. Rumors circulated that some firms
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recognized that someone figured out how to destroy the delicate equilib-
rium of stat-arb strategies and ran the models backward with a huge
amount of capital to confuse poorly staffed markets, only to suddenly
reverse the course of events and capitalize dramatically on everyone
else’s failures. Most of the trading firms were trading on heavily bor-
rowed money. It was in vogue at the time to trade on capital that was
levered 200 times the actual cash. And the impact was likely the first step
leading to the financial crisis of 2009—debt obligations were unmet,
valuations destroyed, and panic and confusion seeded in the hearts of
previously invincible quant traders.

5. Finally, to err is human, and it is humans who tell computers how to
analyze data and to learn from it. As a result, errors creep into models
and it can be very difficult and expensive to catch them. One solution to
this problem deployed in banks and other large organizations is to vet
models or to have validation teams on staff whose sole job is to make
sure the original models are sound. The problem with this approach?
Besides an outrageous expense, the validation team members have all
the incentives to leave for a competitor as soon as they learn a valuable
model that they can deploy elsewhere.

Data Storage

As the amount of data has grown exponentially, new, flexible databases
have been developed to accommodate the new data frontier. Fast sorting
and retrieval are as important as flexibility in data field construction. The
previous generation of databases, still in use by many institutions, stored
data in long rows of tables with many columns. These so-called row-oriented
databases were friendly to humans, as people could easily read the data
from a table printout. However, the same databases were relatively slow
to search and retrieve specific data items. To retrieve one element of a
requested search, most row-oriented databases have to load entire tables,
and parse through all the columns, whether relevant to the search or not.

Traditional row-oriented databases are increasingly yielding to column-
oriented databases. As their name implies, the column-oriented databases
store data in independent columns. Often, each table comprises just one
column, loosely joined with other tables by an id, a timestamp of the data, or
just the sequential number of each row. Figure 2.1 illustrates the breakdown
of a row-oriented database into a column-oriented database.

If each table stores only one piece of information, that data table is hard
for humans to examine. Essentially, it lacks the context we expect from an
information table: Where is the supplemental data that tethers these numbers
to the world around us? For machines, however, single-column tables are a
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Index | Timestamp | Bid

256 46522817 | 17.26
257 46522819 | 17.27
258 46522910 | 17.26

-

46522817
46522819
46522910

S

17.26
17.27
17.26

FIGURE 2.1 Breaking a row-
oriented database into columns

boon—data are easy to search, and time-series analysis necessary in so many
financial applications is a snap!

Several database providers deliver column-based offerings; among them
are KDB, created by KX Systems, and MCObject. Still, some institutions
store data in simple text files, one column per file, with names of the files
indicating the date and the type of data stored. For example, the column
containing best bids on NYSE:SPY for August 29, 2016, may be stored in a
text file as simple as bid_SPY_20160829.txt. Such a file would contain all
the best bids recorded sequentially for SPY on August 29, 2016. A sepa-
rate companion file with timestamps of all data points (typically recorded
as a number of micro- or milliseconds from midnight) could be called time-
stamps_SPY_20160829.txt. When working with asynchronous data streams
and recording bids, asks, and trades that arrive independently and at random
times, the system would generate entries in all the columns simultaneously
for each given timestamp. The columns without new information would
receive a 0 or the previous value of the data.
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Of course, this kind of data takes up a huge amount of storage space.
Just think about this: A day’s worth of orders for just one exchange takes
about 10 GB of disk space, and 100 GB for one day of equity options. The
latest Apple MacBook Air comes with a 256 GB hard drive. That amount is
the total storage space, some of which is claimed by various apps. In other
words, only two days of market data may fit in your laptop.

To save space, people have turned to some ingenious tricks. For instance,
to save price as a decimal number requires at least four bytes (a byte is a
computer storage unit, the ‘B’ in the GB of the hard drive space). Saving a
whole number, an integer, on the other hand, often requires only 2 bytes,
depending on one’s computer system. So, one can cut computer storage by
half by just multiplying out the equity prices by 100, and recording them as
a whole number instead of a decimal. Other nifty examples abound.

Instead of dealing with data locally, some people choose to outsource
the storage entirely to clouds—machines and storage managed by someone
else, and accessible through the Internet. Clouds like Microsoft’s Azure or
Amazon’s are indeed inexpensive and a straightforward way to store data.
Google’s cloud is free altogether. Of course, when someone else manages
your data, there is a remote risk that a third party will monitor what you
do with the data, potentially leaking your expensive data and your priceless
intellectual property.

TECHNOLOGY

What single factor has most affected finance in the last 20 years? Some
say derivatives, some say portfolio management, some say data. Without
a doubt, our understanding of the mathematics of derivatives, and of how
to use them and how to quantify the embedded risk, has significantly
improved the way financial institutions operate. Similarly, advances in port-
folio management and related risk theories have enhanced the operations of
many pension funds, mutual funds, hedge funds, and individual portfolios.
Finally, data have enabled us to fine-tune our strategies and become even
more sophisticated investors through historical replay of our strategies,
profitability analyses, and econometric brilliance.

Although the aforementioned accomplishments in the field of finance
are undeniable, they simply would not be possible without a single most
important factor. That factor is technology. Yes, plain old technology.

Some 20 to 30 years ago, technology usually comprised extra large and
super-expensive machines that required not only a special staff that knew
how to communicate with those machines, but also often required their ded-
icated refrigerated offices—the machines emitted so much heat that it was
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necessary to cool them off to avoid literal meltdown. A typical Alpha DEC,
a popular model of the late 1980s and early 1990s, was a giant cube that
measured about 6 feet in height, 6 feet in length, and 6 feet in depth, could
only be accessed by a tiny black-and-white text-only terminal, and cost about
$20 million (yes, we are talking about US dollars here, and in today’s money,
those $20 million translate to $35 million).

Fast-forward to today, and a computer of the same power, the same pro-
cessing capacity, and the same memory size takes up about the size of a tablet
or a laptop, requires no special maintenance cost, let alone air-conditioning,
and costs (drumroll, please...) some $200 at a local Best Buy. That’s it.

How is this possible, you may ask? The significant drop in the price of
computing is likely due to the mass-production of computer components
overseas. Taiwanese, Korean, and Chinese computer chips can be found in
pretty much every computer, no matter how big or how small. Figure 2.2
shows the geographic distribution of computer chip manufacturing by
region around the world. Taiwan still leads the pack, yet China’s share is
growing rapidly.

While overseas production of technology components has drastically
reduced costs, it was not the single factor behind the dramatic plunge in
prices of computer equipment. The second biggest reason is probably the

SC Manufacturing Eqpt. $B
Source: SEMI & SEAJ

Taiwan Korea Japan N.Amer. China Europe Other

FIGURE 2.2 Volume of computer manufacturing in US billions by geography
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amazing expansion of the market for computer technology in the individual
space. Who does not own a device today? In the United States in particular,
it seems that every six-year-old is now entitled to his or her own iPhone,
correspondingly in blue or pink. Considering that many of the iPhone com-
ponents are closely related or are even the same as those in other devices,
such as laptops, tablets, security alarms, car computers, and many more aver-
age household items, the demand for these components and their volume is
so large that it is indeed profitable for manufacturers to sell the parts at
extremely low costs.

The shrinking costs of technology have eliminated entry barriers for
thousands of startups wanting a piece of the pie. Fintech was born and has
been booming. Still, the plunging costs alone do not tell the whole story
about technology’s influence on finance. Another component of the fintech
revolution was the exponential upgrade in computing power per every
square inch (or millimeter, depending on your background) of computing
surface—core computer components can be infinitesimally thin.

The Alpha DEC, the monstrous computing engine that sent tremors of
awe to prospective clients, employees, and investors, could run a complex
forecasting procedure known as Monte Carlo simulation on just one
financial security over a course of a day or two. Today’s $200 laptops are
capable of replicating the same operation on a universe of 10,000 financial
instruments overnight. The million-time increase in computing power was
once again brought on by the demands of computing retail public, and
video gamers in particular—the ever-complex games and their real-life
simulation required finer and more computing-intensive rendering within
the same consumer budget. Because of the proliferation of video games
across the globe, computer manufacturers have been able to leverage the
masses to deliver super-low-cost products and still turn significant profits.
Figure 2.3 summarizes evolution of technology costs and computing power
over time.

Technology was the enabler of such market innovations as exchange-
traded funds (ETFs), alternative trading systems (ATS) or venues, and, of
course, high-frequency trading (HFT). ETFs require daily rebalancing and
their valuations need to be reconciled with their underlying instruments—
something that would be too hard for individuals to do without having their
eyes glazing over from monitoring such vast amounts of relevant data and
the inevitable errors that follow.

ATS are a class of execution venues, like new exchanges and dark pools,
which, in most cases, have completely automated execution and settlements
of orders. The precision, speed, and sheer power required to match countless
orders in real time make some of these players nothing short of technologi-
cal wonders.
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Cost of technology

Computing power

FIGURE 2.3 Evolution of technology and computing power over the past century

Finally, high-frequency trading is simply not possible to perform at
human speed (hence, the high-frequency component). Computers are
required by default.

In a nutshell, what is the impact of all the technological advances that
we’ve experienced over the past 50 or so years and feel so keenly today? First,
automation is definitely cheaper, and the costs still keep falling. That, in turn,
implies that many functions traditionally performed by people can now be
automated, resulting in faster, cleaner, less error-prone, and much cheaper
business processes. Take loan evaluation, for instance. Aside from mitigating
factors that can still only be assessed by relationship managers, frameworks
based on past borrowing behavior, revenues, expenses, and other loans are
predictive, fast to compute, and do not require human intervention, saving
businesses billions in lending-related costs every year.

BLOCKCHAIN

Faster production is another consequence driven by technology. The settle-
ment process, for example, used to take as long as three days to complete.
Numerous agents and clerks compared tickets and other records to reconcile
stock trades and trades in other financial instruments. Now, with technology,
those clerks are largely replaced by electronic systems, reducing settlement
times to at most one day. The new generation of settlement envisions tech-
nologies such as blockchain enabling real-time or near-real-time settlement.
Speedy settlement, in turn, will make sure that traders and other market par-
ticipants do not exceed their account limits and have money in a bank for the
securities they trade, enhancing market stability and fairness in the process.

Part of the way that we manage risk is the agreements that we enter into
when we transact. Whether it’s a bond or a baseball, the act of buying and
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selling always includes contracts and record keeping. Blockchain is a new
technology that changes the way we make an exchange and how we think
about risk.

Imagine if you could buy a stock with instantaneous settlement. That’s
the future with blockchain.

Developed for the crypto currency Bitcoin, blockchain is the infrastruc-
ture of how to buy and sell, and can be used to securely trade and settle
pretty much everything, from insurance to prescription drugs. Rather than
two people agreeing to make a trade, blockchain is a ledger that records
every trade, one after another. Part of the innovation with blockchain is that
the contracts and agreements are part of the ledger.

Blockchain enables a transaction to happen instantly because all of the
elements of a trade are satisfied in the structure of the distributed ledger.
Terms are standardized so that there does not need to be any negotiation.
Any pretrade activity is either avoided through anonymity or prearranged
through processes such as know-your-customer (KYC) and any further
suitability or accreditation processes. Blockchains can operate either for
anonymous trades or permissioned where some level of pretrade clearance
is required. The transaction also needs to be funded. Cash accounting is
part of the ledger and when a trade occurs, changes in cash balances are
recorded immediately.

The distributed ledger is an innovation of the blockchain. Everyone
transacting in this manner has a ledger that records individual trades. Addi-
tionally, there are centralized ledgers that record all trades. Since these trades
are funded, peer-to-peer, instantaneous, and centrally recorded, the method-
ology is a unique way to manage settlement and reconciliation.

All trades are recorded in the order that they are entered, and all trades
are fulfilled at the time they are executed.

WHAT ELEMENTS ARE COMMON TO ALL BLOGKCHAINS?

A blockchain is distributed across many computers in almost real time. It is
decentralized, and a copy of the entire record is available to all users. This
feature reduces the need for intermediaries such as banks and brokerages to
play the role of record-keeper.

It has a system for generating consensus among participants in the net-
work. Everyone in the network needs to authenticate and verify any new
information. This ensures that the same transaction does not occur more
than once. New blocks need to pass the test by a majority to be added to
the chain.

Rather than use actual signatures, a blockchain uses cryptography and
digital signatures to prove identity. These may seem to be anonymous but
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can be tied back to the actual person. Blockchains can be either permissioned
or public. Public chains are truly anonymous, where permissioned chains
require some kind of accreditation.

It is difficult to change archived data. Once data enters, it generally
remains permanently. Additionally, all records are timestamped, which helps
with verifications and record keeping.

A blockchain can contain instructions embedded within blocks, such as
“if” this “then” or “else” do that.

Why is this important? The appeal of instant transactions with stream-
lined recording and reconciliation is obvious. It’s a revolution compared with
the manual and intensive processes that happen today. The risk is that many
of the important pretrade processes, such as KYC, or posttrade processes
such as funding will be difficult to complete or will create new risks to the
businesses using blockchain.

What Is Different about Blockchain from Previous
Technologies?

Traditional databases were essentially tables with information stored neatly
in rows and columns. To avoid duplication, the tables stored as diverse data
sets as possible, but were linked with an index, also known as a key. Sorting
through traditional databases was a nontrivial task, but the most critical
component of the system was how entries can be modified: For one person
to change the database, that person would most often need to “check out” or
“lock” the table he was working on to avoid the table being simultaneously
modified by someone else, and thus losing changes in the process.

Consider how hard it is to use the conventional database in trading.
When you send your order to the exchange, the exchange needs to record
it, but many simultaneous orders may also be taking place at the same time.
Locking the database to record each trade is impractical, as it would slow
trading down to a screeching halt, raise issues about market timeliness and
access priorities, and many other problems. As a result, conventionally,
exchanges used to do settlements—transaction aggregation and recon-
ciliation first over several days after the transactions occurred and, most
prevalently now, the next day after the transactions.

Still, in our age of real time, next-day settlement is probably too
slow. Here comes blockchain—the technology that gained popularity and
acceptance with Bitcoin, the latter being a digital currency of unclear polit-
ical affiliation. Regardless of Bitcoin’s future, it accomplished something
momentous—a proof of concept of blockchain technology.

The revolutionary change that brought us blockchain is the scientists’
way to allow simultaneous database updates at once. While the computer
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scientists have worked on problems of database updates forever, and mul-
tiple solutions have been proposed over the years, the blockchain approach
proved solid, easy, and sensible.

Here is how it works. Every transaction is recorded twice: once in the
virtual ledger of the buyer and once in the ledger of the seller. These trans-
actions are linked to the central blockchain node that reconciles them and
records them in perpetuity in real time. Transactions that are submitted
where the buyer spends less than the seller receives are automatically
rejected. However, whenever there are transactions showing the buyer
spending more than the seller receives (whether in error, or intentionally)
the surplus may be captured by the blockchain operator for the operator’s
benefit, making errors particularly costly!

All of the money flowing in a blockchain system has to come from some
initial transfers into the blockchain and then the funds float into other trans-
actions, ensuring a fixed money supply within the blockchain ecosystem.

Which Fintech Sectors Are Adopting Blockchain?

Banking Traditionally, buying or selling a security takes three days to trans-
fer ownership. With blockchain, a lot of investment is directed at a concept
called T + 0. This would result in same-day settlement. Why such a change?
Buying and selling has involved working through brokerages, custodians,
and exchanges. It takes time for these institutions to execute a trade through
an exchange, transfer funds, and execute the contracts that transfer owner-
ship. All of these activities can be part of a blockchain transaction, and this
would be instant settlement.

One challenge that is being considered is how to incorporate margin
trading, trades that involve customized or a fair amount of administration.
Innovation is pointing in the direction of blockchains that are programmed
with instructions that may make it possible to instantly trade on margin, but
not yet!

Payments and Money Transfers Sending money through international money
transfers is one of the industries that align with blockchain’s development.
Transfers into a foreign currency often need to exchange first to US dollars
and then to the local currency, and the transfer comes with cumbersome
paperwork.

Using blockchain for international transfers makes sense because it
enables parties to agree directly on the exchange and for the terms of the
exchange to be captured within the transaction itself.

One example of this innovation is a company named Circle. Founded
in 2013, it is developing money transfers with China. The vision is to speed
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up the time it takes to make a transfer by incorporating the process that is
currently quite cumbersome into blockchain and integrating it into social
applications. Investors are rallying to this cause with $140 million raised so
far from players such as IDG Capital Partners, Baidu Inc., China Interna-
tional Capital Corp., Everbright Securities Co., and others.

Cybersecurity Blockchain can also safeguard data and systems from
cyber-attacks. In an extreme example, darkness spread across several
Ukrainian cities in December 2015 as hackers accessed the central electrical
system. By controlling the electrical grid centrally, the hacker was able to
cause widespread “darkness” once inside the system.

One of the advantages of the approach for blockchain is its distributed
nature. Records can be maintained on many computers and servers around
the world. With command and control distributed rather than centralized, it
will take more than one hacker in one command center to turn off the lights.

Additionally, blockchain networks often seek consensus with each other
before allowing changes to be made to the blockchain. If a hacker needed to
gain control over many of the distributed nodes in order to gain consensus
to do something, then it would be a much more difficult system to break.

Insurance The process of collecting information on customers could be
streamlined if the manner of collecting such information were standardized.
Insurance companies are growing in markets with less stringent government
identification systems. This increases the potential for fraud. If a blockchain
could improve verification of identity, this would accelerate the pace at
which insurance companies could offer their services.

Imagine if a blockchain could keep track of every item in a warehouse.
If that warehouse were to burn to the ground, the insurance company could
accurately gauge the loss, and the records would be verified and reside at
the insurance company and the client. Currently, this detailed tracking is not
possible, so insurance companies need to insure the maximum possible loss.

Algos

Most computer automation is accomplished with algorithms or algos, for
short. The idea of algos in finance is periodically discussed in the media.
Some market participants love algos and cannot imagine life without
them. Some claim algos can be scary and inflict damage on the markets,
and for a good reason: a bad algo deployed at Knight Capital Group cost
the company US$440 million in the span of 45 minutes on August 1, 2012.
Still, some have a very limited understanding of algo operations, and fear
the uncertainty algos can create.
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An algo is a set of rules designed in a way that is easy to explain to a
computer. An algo is not a computer program or an app, but is instead logic
set out in step-by-step procedures.!

Once translated into a computer language, an algo becomes a computer
program or an app. Apps are computer programs themselves, but in a com-
puter science understanding, apps are designed for human interaction, while
computer programs are of a much more general nature.

Wild or “run-away” algos indeed present a problem and occur rela-
tively often. A great social benefit from data science is that even the wildest
runaway trading algos can be detected and stopped. For example, Able-
Markets.com detects runaway algos within one minute of incidence so that
companies are aware of issues in the markets and can take appropriate
protective measures.

The Internet

Most of the changes in today’s financial markets originated from the Inter-
net. Indeed, the Internet can be blamed for every single market problem,
questionable regulatory action, and, of course, multiple successes of recent
years, such as lower transaction fees, increased market transparency, and
the like.

Before the Internet, trading took hours, if not days. A trader would
record a customer order over the phone. Next, he would wait for orders
from other customers to fill up a “lot” —typically, a round number of shares.
Then, the trader would forward this round lot order to another trader up the
food chain, the latter trader aggregating a larger, bulkier order from several
round-lot orders. The iteration would pass several layers of traders, until it
would finally reach a guy in a bright jacket milling about on the exchange
floor. That floor trader would negotiate the purchase or sale with another
floor trader, setting off a reverse reaction.

By the time the order confirmation reached the client, markets may have
moved, wars could have erupted, and the portfolio assumptions made by the
client could be invalidated. The important saving grace of clients, however,
was that most traded at the same super-slow speed. As a result, news took
a long time to trickle into the markets, and some gains were to be had by
all. In late 1990s, financial technologists began to realize that the Internet
could be harnessed to securely transfer trading information. Financial stan-
dards, like the Financial Information Exchange (FIX), began to develop. FIX

n a linguistic twist, “algo” has a separate meaning in Spanish: “something.” The
“something” translation has no relation to algos as abbreviation of “algorithms” in
the computer science sense!
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soon became the dominant method of carrying trading information, replac-
ing multiple levels of brokers communicating via phones and special voice
deal-negotiation networks.

With the reduction of headcount and associated operating costs on
trading desks, competitive offerings of ultra-low transaction costs promptly
emerged. These drove the momentum for faster, lower-cost, and more
effective trading communication systems and led to a “nuclear arms race”
in financial services. From proprietary data communication protocols, like
NASDAQ’s ITCH and OUCH, to cross-Atlantic cables for faster data deliv-
ery to telecom and microwave communication towers built and operated
by trading firms, the trading speed landscape has never looked the same.

Various data transfer and packaging technologies are deployed today to
gain a competitive speed advantage and offer a faster, better, and cheaper
service. Regardless of these high-level innovations, the technology under-
lying all communication has changed little since the Internet of the early
1990s. All message traffic floats through two underlying communication
protocols: TCP/IP (Transmission Control Protocol / Internet Protocol) or
UDP (User Datagram Protocol). TCP/IP protocol, that most of today’s pop-
ulation uses as a channel for email, counts the number of message packets
sent and resends the message stream if the entire package did not reach its
destination. TCP/IP guarantees delivery of a message, making it a must in
areas like order communication and confirmations. However, the reliability
of TCP/IP makes it sacrifice its speed, as every resend takes up time.

TCP/IP itself runs on a protocol known as UDP. UDP is one of the most
basic communication tools in the Internet domain. UDP broadcasts mes-
sages, and if some are lost, it does not retransmit them. By its function, UDP
is most suitable to applications such as quote dissemination—Ilost market
quotes are immediately rendered stale by new quotes, so losing a packet
of data occasionally does not deprive the receiving party of observing the
current market dynamics.

Technical details aside, the Internet has really changed the way finan-
cial services are delivered. Want to trade in the middle of a park on a nice
sunny day? There is an app for that on your phone. Interested in finding
the best stock to invest in? Again, the Internet is at your fingertips to do
the research.

As the Internet made access to data and research increasingly easy, the
complexity of analysis to identify successful investments has risen exponen-
tially. As more and more people are competing and using identical resources
to pick rising stocks, the gains from basic analyses evaporated. Today’s finan-
cial market researchers are pushed to even greater depths to uncover invest-
ing ideas and leading market indicators untapped by others. Even though the
trading costs have declined due to the Internet, allowing greater profitability
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across all trades, the profits on investing ideas have narrowed simply because
the Internet has democratized generation of investing ideas.

Of course, the democratization of communication brought on by the
Internet has also produced new challenges and risks. Believe it or not, most
of the financial communication in today’s world happens on unencrypted
Internet lines. Yes, you read it correctly: billion-dollar accounts exchange
orders without any encryption. It is true that some of the communication
is conducted in binary, which makes it difficult for people to read, but easy
as pie for machines. Still, most trading communication is conducted in clear
text. Orders to buy and sell thousands, millions, and sometimes billions of
dollars, along with account numbers and other sensitive information you
would not find in the street is streamed down the Internet channels.

Why are billion-dollar entities so careless about their information? The
answer consists of several parts. First, any sort of encryption kills data-
processing speed. To successfully transmit an encrypted message, the sender
first needs to spend time actually encrypting the message, then the often
fattened-up message needs to be sent over, and, finally, the message needs to
be decrypted by the message receiver. The encryption and decryption, how-
ever fast, puts the message transmitter at a relative disadvantage in today’s
world of high-paced orders. Thus, most institutions choose to forgo encryp-
tion altogether.

Another argument some make against encryption is the construction of
the public Internet pipeline. Figure 2.4 illustrates a typical scenario of how
data travels from its origin to its destination through public networks. After
a message is broken down into small packets on the sender’s machine, the
packets join the exhaust pipe of the Internet provider that sorts the messages
by their destination and ultimately delivers them. The anti-encryption camp
argues that once the small packets of messages enter the carrier’s exhaust
pipes, they are so small and indistinguishable from other packets that recon-
structing the entire message is pretty much impossible. However, just like
your individual post mailbox is the weakest link in your snail mail com-
munication (even though it is illegal to steal one’s mail, doing so at your
house is probably the easiest place for those criminally inclined), the Internet
lines coming in and out of your office or building are vulnerable to ille-
gal surveillance. Consider this doomsday scenario: A few foreign-speaking
guys in hard hats are digging the pavement outside your office building for
a couple of weeks under a guise of road repair. In reality, they are tap-
ping into your fiber-optic Internet communication at its source—your office.
Screening through all the outbound message packets, the perpetrators have
a reasonably easy job of reconstructing all your messages—after all, they do
not have to sort them out from random strangers’ flow. How do you feel
about your Internet security now?
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Original message: Same message in Same message broken

binary format: down into pieces:
20161205/10101768I
Ah7361]182821920... 1001001010111010...

Sender 1

Sender 7,265,767

&der 2

Sender 3

Sender 78,651

FIGURE 2.4 Simultaneous input of broken down information packers into the
world’s network systems

There does exist one near-bullet-proof solution to the speed/security
trade-off. If you seal off the sender and the receiver of information in the
same secure bunker, then the risk of someone tapping into the real-time
information source narrows down to the rogue employees of the facility.
In today’s world of big-brother surveillance, rogue employees with critical
impact can be monitored in real time, further reducing the risks of data leak-
age. Wouldn’t it be nice to avail yourself of this peace of mind?

The great news is, the setup exists. Ironically, this solution has attracted
the wrath of many market participants, some of whom are potentially
the most vulnerable targets of electronic perpetrators. The solution is
called colocation, or colo. The monthly cost per colocated server with, say,
NASDAQ, ranges from $3,000 to $5,000—an affordable amount to most
institutions.
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Furthermore, colocation centers ensure the fairness of their facilities
to every 1 mm of cable length: the servers that sit physically closer to the
exchange server have their connecting cables measured and coiled next to
the server to ensure identical lengths of cables.

GONCLUSIONS

Where is technology taking us from here? The trends clearly point to ever-
increasing automation and introduction of robotics. Computers are not
going away; they are becoming better, cheaper, and ever more powerful.

With the adoption of new technology come risks, many previously
unknown. Security remains a number-one risk in the financial markets—the
threat of a sophisticated yet malicious party breaking into the modern
financial system and obliterating its components is ever so real. Brand-new
technologies like blockchain are promising to secure transactional data,
but may still be vulnerable to attacks with fake identities and the like.
Physical security of data transmission results in overall security of data and
is delivered by a much-discussed colocation.

Data analysis itself is also full of pitfalls and may deliver faulty
algorithms. However, most problems with the latter can be contained
through extensive testing and run-time safety checks, presenting little risk to
the markets.

END OF CHAPTER QUESTIONS

1. What is the most significant driver in the development of modern finance
today?

2. What is unstructured data?

3. What is an algorithm?

4. What are the biggest data and technology-related risks in today’s
markets?

5. How can blockchain help mitigate some of the market risks?



Dark Pools, Exchanges,
and Market Structure

—Who is the compliance manager chasing on the trading floor?
— A runaway algo.

In addition to enabling record-breaking data processing and storage
capacity, technology is also responsible for a fair share of previously un-
thinkable risks. When billions of dollars are moved around the globe at
breathtaking speed, the dynamics can be outright dangerous. Ensuring the
legitimacy of accounts and identifying and blocking malicious behavior are
very difficult tasks to execute in real time.

The financial markets used to comprise just one exchange for each class
of financial instrument. If you traded equities, you did so at the New York
Stock Exchange (later, NASDAQ was created with the explicit purpose of
trading new technology stocks). If you traded commaodities or futures, you
would do so at the Chicago Mercantile Exchange. Another exchange existed
solely for options. Foreign currency pairs and most of bonds never formally
traded on an exchange, having been intermediated privately by banks and
specialized dealers. The bottom line is that you had clarity and consistency
in where you would go to trade a specific financial instrument.

This is no longer the case. Today, there are 21 “national securities
exchanges” registered with the US Securities and Exchange Commission, the
top regulatory body for just equities, ETFs, and equity options. The names
of exchanges registered to trade equities at the time this book was written
are shown in Table 3.1. The last entry in Table 3.1 is the notorious IEX
exchange, which made copious news aided by a timely book by Michael
Lewis, The Flash Boys.

While there are still only two exchanges trading commodity futures,
Inter-Continental Exchange (ICE) and Chicago Mercantile Exchange
(CME), there are six exchanges registered to trade equity futures, including
futures on ETFs and commodity ETFs, documented in Table 3.2.

For US equities, along with the 21 exchanges, we now have 36 alter-
native trading systems (ATS), also known as alternative trading venues or,
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TABLE 3.1 List of National Securities Exchanges (Stock Exchanges) Registered
with the U.S. Securities and Exchange Commission under Section 6 of the Securities
Exchange Act of 1934, as of August 4, 2016

NYSE MKT LLC (formerly NYSE AMEX and the American Stock Exchange)

Bats BZX Exchange, Inc. (formerly BATS Exchange, Inc.)

Bats BYX Exchange, Inc. (formerly BATS Y-Exchange, Inc.)

BOX Options Exchange LLC

NASDAQ BX, Inc. (formerly NASDAQ OMX BX, Inc.; Boston Stock Exchange)

C2 Options Exchange, Incorporated

Chicago Board Options Exchange, Incorporated

Chicago Stock Exchange, Inc.

Bats EDGA Exchange, Inc. (formerly EDGA Exchange, Inc.)

Bats EDGX Exchange, Inc. (formerly EDGX Exchange, Inc.)

International Securities Exchange, LLC

The Investors Exchange LLC

ISE Gemini

ISE Mercury

Miami International Securities Exchange

The Nasdaq Stock Market LLC

National Stock Exchange, Inc.

New York Stock Exchange LLC

NYSE Arca, Inc.

NASDAQ PHLX LLC (formerly NASDAQ OMX PHLX, LLC; Philadelphia Stock
Exchange)

I[EX

Source: SEC, https://www.sec.gov/divisions/marketreg/mrexchanges.shtml

TABLE 3.2 Exchanges Registered by the SEC to Trade Equity Futures, as of
August 4, 2016

Board of Trade of the City of Chicago, Inc.

CBOE Futures Exchange, LLC

Chicago Mercantile Exchange

One Chicago, LLC

The Island Futures Exchange, LLC (formerly registered)
NQLX LLC (formerly registered)

Source: SEC, https://www.sec.gov/divisions/marketreg/mrexchanges.shtml

simply, dark pools. Table 3.3 shows the distribution of trading volume of
“Tier 1 NMS stocks” (the big guys) for the first quarter of 2016. Notice that
IEX is present and is #3 out of all exchanges by the number of shares and
by the dollar amount traded—not bad for a little startup! Dark pools trade
anonymously and without displaying order information before trades are
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TABLE 3.3 Dark Pools Trading Equities in the United States, Tier 1, 1st Quarter,
2016, Tier 1 Stocks, Ordered by Total Share Volume

Average

ATS Name MPID  Total Trades Total Shares Trade Size
UBS ATS UBSA 49,047,755 8,089,201,874 165
CROSSFINDER CROS 33,339,407 6,343,434,705 190
IEX IEXG 28,244,595 6,131,146,711 217
SUPERX DBAX 22,272,463 4,519,968,650 203
MS POOL (ATS-4) MSPL 13,362,208 3,590,847,590 269
JPM-X JPMX 10,107,387 2,588,077,060 256
INSTINCT X MLIX 11,259,098 2,452,877,139 218
BARCLAYS ATS (“LX”) LATS 12,360,051 2,246,958,412 182
LEVEL ATS EBXL 12,725,055 2,213,199,100 174
SIGMA X SGMA 11,165,962 2,171,686,977 194
INSTINET CONTINUOUS  ICBX 7,961,839 1,838,821,958 231

BLOCK CROSSING

SYSTEM (CBX)
BIDS TRADING BIDS 2,971,107 1,817,897,065 612
KCG MATCHIT KCGM 10,658,342 1,765,576,712 166
POSIT ITGP 4,201,987 1,225,928,000 292
CROSSSTREAM XSTM 2,214,926 974,427,132 440
MS TRAJECTORY CROSS MSTX 3,818,025 781,362,300 205

(ATS-1)
DEALERWEB DLTA 1,500 689,843,781 459,896
MILLENNIUM NYEFX 1,929,992 656,649,514 340
LIQUIDNET ATS LQNT 11,200 533,875,600 47,667
PDQ ATS PDQX 2,532,572 524,673,185 207
CITI CROSS CXCX 1,973,084 476,121,106 241
IBKR ATS IATS 1,508,554 464,127,980 308
BLOCKCROSS BLKX 32,430 416,573,635 12,845
LIGHT POOL LTPL 1,782,994 336,065,331 188
LIQUIDNET H20 LQNA 18,161 225,951,700 12,442
INSTINET CROSSING XIST 38,147 185,616,240 4,866
TRADEBOOK BTBK 731,093 180,375,389 247
MS RETAIL POOL (ATS-6) MSRP 253,251 71,630,440 283
LIQUIFI LQFI 3,135 60,340,170 19,247
LUMINEX TRADING & LMNX 1,574 49,184,737 31,248

ANALYTICS LLC
AQUA AQUA 1,992 25,469,615 12,786
MERRILL LYNCH (ATS-1) MLVX 59,256 20,137,700 340
XE WDNX 8,051 12,057,427 1,498
RIVERCROSS RCSL 53,941 11,714,860 217

(continued)
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TABLE 3.3 (Continued)

Average
ATS Name MPID Total Trades  Total Shares  Trade Size
USTOCKTRADE USTK 4,355 999,953 230
SECURITIES, INC.
BARCLAYS DIRECTEX BCDX 44 978,397 22,236
PRO SECURITIES ATS PROS 26 90,800 3,492
Grand Total 246,655,559 53,693,888,945 218

Source: FINRA, http://www.finra.org/industry/otc/ats-transparency-data-quarterly-
statistics

executed. The lack of displayed information is the key difference between
dark pools and registered “lit” exchanges. Exchanges show the entire limit
order book, down to how many shares are in each limit order, while dark
pools hide all limit-order book information. Institutional investors that trade
large blocks and lack appropriate algorithmic expertise (more on this in later
chapters) may go to dark pools and “hide” their large orders from other
traders. The same orders would be displayed in the limit order books of
exchanges, potentially scaring away other traders by the sheer size of their
bets. Note that neither lit exchanges nor dark pools display the identity of
traders: Both lit exchanges and dark pools are anonymous!
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The explosion of exchanges and alternative trading venues is driven by
a singular factor. Way back when, in the 1950s and *60s and early *70s, trad-
ing was limited to a single exchange per type of a financial instrument, and
that exchange was a not-for-profit organization. The not-for-profit construct
was not a mere convenience, it was a necessity—order matching, settle-
ment, and auxiliary record-keeping was so labor-intensive that exchanges
simply could not turn a profit. Technology enabled the exchanges not only
to move away from a nonprofit model, but also to create a cottage industry
of extremely profitable businesses, all backed by very powerful technological
infrastructure.

Let’s pause for a moment to consider the enormity of changes due
to fintech in the exchange arena alone. We are not yet talking about
blockchain—the next fintech train steaming over the exchanges in the
next decade (yes, it is already in the exchanges’ collective backyards). The
changes that end customers are feeling right now are related to data. If you
are of a certain age (ahem), you may remember those days when to find
a quote for the stock you owned, you had to look in the newspaper. Not
just any random freshly printed newspaper, but a thick newspaper that
contained a section of yesterday’s quotes for stocks, bonds, and everything
else under the sun. Furthermore, for each stock there were only five data
points from the previous trading day available: open, high, low, close, and
daily volume. That’s it.

Could you tell if there was a flash crash? Hardly. You had no idea what
was going on beside the news articles written by people who traded rumors
or relied on the same limited data set.

What about Bloombergs and TVs? Yes, the Bloomberg terminal did
change things around a bit. Few people may remember, but Bloomberg
started as a terminal-renting company, leasing out personal computers at
the time when they were prohibitively expensive for most banks to buy. As
a convenient segue, Bloomberg gradually built its own operating systems
for the terminals the firm offered. Its operating system allowed users to
query a computer’s databases of data instead of relying on the newspapers.
Still, even with all the search power, the data was limited to open, high, low,
close, and daily volume, as trade-by-trade data was just too expensive to
store. Additionally, no one really cared what happened intraday—when the
transaction costs per trade were as high as 0.5 percent of the amount traded,
an intraday drop of 0.5 percent was a mere drop in a bucket, not a cause
for concern. To top it off, few Wall Streeters could care about anything
after lunch—the times were good, the markets kept rising at an average
of 8 percent per year, and those liquid three-martini lunches were all
the rage.
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What happened next? As the technological power continued to increase,
and overseas manufacturers managed to reduce the costs of computer com-
ponents to unprecedented lows, it became feasible to deliver data and trans-
act with an unprecedented speed, frequency, and cost that was unthinkable
at the time. Regulators took notice and adapted governance, allowing com-
petition in the space via regulation alternative trading systems (Reg ATS) in
1999, enacted on April 1, 2000.

Reg ATS was limited to equities and equity derivatives. Not surpris-
ingly, it affected many institutional investors working with equities. Equity
trade sizes have fallen from thousands of shares per order to uniform
100-share orders, sliced with precision by complex algorithms. Traders
Magazine (2015) reported that two-thirds of US and European long-only
investors missed bygone natural blocks, which are the pools of liquidity
where hedge funds, asset managers, and wealth managers can execute large
orders without retaining personnel or specialty firms to manage their order
execution, like in the long-gone days when only one exchange existed.

Despite the proliferation of trading venues, the landscape of the market
is not necessarily a “wild west,” as many similarities among trading venues
exist. Most trading venues deploy the centralized limit order book to record
and match the orders. It is also known as the double-sided continuous
auction, or more commonly, the limit order book.

An order book is a way exchanges keep track of all buy and sell orders,
order cancellations, and other communication with brokers and traders. In
some sense, an order book is like a shelf in a grocery store that contains
tomato soup offered by different companies at different prices. Some choose
to sell their tomato soup at $2 a can, while others sell tomato soup for $5 a
can. These offers of essentially the same product at different prices are what
the exchange order book is about, at least on the ask side of the market.
Each unit of tomato soup may be thought of as a unit of volume offered, its
price a corresponding ask or offer. When customers interested in purchasing
tomato soup arrive, they may choose one of the following actions:

1. Buy the best-priced tomato soup available on the shelf at the moment,
a method known as buying via a market order.

2. Create a bid on tomato soup, by leaving a ticket with the store clerk ask-
ing him to call you if the price on any tomato soup drops to $1.99—your
desired price level. This method of purchasing via a bid is known as a
limit order: you as a trader specify the limit on the price you are willing

to pay.

The above example is, of course, an oversimplification of how the
exchange’s order books work, yet it illustrates a point: trade instructions at
exchanges are straightforward and make sense. The actual exchange limit
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Best-priced ask/offer (“best offer”)

Best-priced bid (“best bid”)

| Y Price
Limit buy orders (bids) Limit sell orders (asks/offers)

FIGURE 3.1 Sample limit order book

order books are two-sided, meaning that not only the sellers can display
their wares on a shelf but the buyers can do so, too, by submitting their
bid tickets, formally known as limit buy orders. The exchanges stock all
the buy and sell tickets along one shelf in the direction of increasing price,
ultimately coming up with a limit order “book” like the one shown in
Figure 3.1.

In a limit order book, the best-priced bid and ask define a bid-ask
spread, the difference between the best ask and the best bid. The minimum
spread is always equal to one tick, one division on the limit order book
number line defined by regulators and, possibly, trading venues. At the time
this book was written, in equities one tick was $0.01, or 1 cent. In foreign
exchange, one tick could be as little as $0.00001, or 1/100,000 of a dollar.
During times of uncertainty, for instance, ahead of major news announce-
ments, the spread typically widens as limit-order traders avoid risk by remov-
ing orders too close to the market price to avoid being “run over” or “picked
over” by traders with superior news services or analysis. Limit orders can
be removed by cancellations—separate requests placed with exchanges. All
limit orders collectively create “liquidity,” defined in academia as the imme-
diacy with which a trader may execute a market order. The more limit orders
are present, the deeper the liquidity, the faster a market order of an arbitrary
size can be executed.

All market orders, orders to immediately buy or sell, are matched
with the best available bid and ask limit orders “resting” in the limit order
book at the time of the market order arrivals. A limit buy order priced
higher than that of the best offer is treated as a market buy order and is
immediately matched with the best offer. Similarly, a limit sell order or ask
priced below the best bid is deemed “marketable” and is treated as a market
sell order.
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In addition to buy and sell limit and market orders, many exchanges
provide hybrid orders that may restrict the display of size of the order
(e.g., iceberg orders), and other custom types of orders. All custom orders
tend to be more expensive than the plain-vanilla limit and market buy and
sell orders.

How do investors choose between placing market, limit, and other types
of orders? To answer this question, consider an average investor, Joe, who
wants to do something mundane: buy or sell a stock or another financial
instrument at the market open prices. To do so, Joe has two basic meth-
ods at his disposal (other order types are typically variations of limit and
market orders):

1. Joe can place a market order that tells his broker or an exchange to fill
his order as soon as possible at the best price available.

2. Joe can place a limit order specifying a particular price, but no time limit
for his trade.

If Joe chooses the market order route, he is guaranteed to have bought
his desired security, but possibly at a much worse price than the opening
bid or even ask price. During the few minutes immediately following the
market open, prices strive to incorporate all of the information pent up
from overnight, when the markets are closed. This information is trans-
mitted into the markets through orders, and the disparity of views causes
the prices to bounce violently up and down. This continues until traders
reach a consensus on prices. Due to the volatility, Joe’s market order may be
filled at the worst possible price, possibly erasing Joe’s projected gain from
the trade.

As an alternative, Joe may choose to place a limit order and specify the
price at which he is willing to buy it. Here, Joe is facing another decision,
the price itself. If Joe chooses a price that is too low, his order may never exe-
cute. If the price is too high, he does nothing to outperform his market-order
scenario. How can Joe determine a price that is just right, that is both favor-
able and results in a timely execution?

A simple, yet effective strategy could be to place a limit order at a
mid-price—a price that is the average of the bid and ask at the market open.
To do so, however, one needs a timely source of market data, from which
to calculate the mid-price. (Most brokers provide their clients with free
access to data that are 15-minutes delayed—too slow for Joe to successfully
identify and execute upon his strategy.)

All orders, order executions, and order cancellations are received and
processed by the majority of the exchanges in the first-come, first-served
fashion. However, exchanges may offer variations to distinguish themselves
from their competitors.
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In equities, trading is further complicated by the national best bid/offer
(NBBO) requirements.

The requirement, a product of regulation national market systems (Reg
NMS, 2005), stipulates that all trading venues have to continuously sub-
mit to the government the best limit buy and sell prices (best bid and best
offer/ask) available on their respective venues. This is done simultaneously
for all securities traded. The best bid and best offer quotes then enter the
security information processor (SIP) run by the US Securities and Exchange
Commission. From there, the quotes are aggregated in real time, the very
best bid and the very best offer are picked out from all submitted data.
These NBBO numbers are then distributed back to trading venues with the
identification of the exchanges that have the best quotes.

And here comes the fun part: An exchange that has a local best bid
and best offer that is inferior to the NBBO in a given security cannot exe-
cute the incoming market orders for this particular security. Instead, the
exchange with the inferior NBBO is required to route the market orders
to the exchange that has the best NBBO quotes for market orders at that
particular time. If at any time, the exchange receives limit orders that are
better than the prevailing NBBO, that exchange will now own the NBBO,
and all the market orders will be routed there. The order routing may or
may not be free of charge, depending on the venue.

As an example, suppose that the current NBBO for IBM stock is
$155.14 for bids and $155.15 for offers (a spread of the minimum tick,
$0.01, is usually present in all markets, otherwise arbitrage opportunities
exist; the spread is also often the only compensation that the market-makers
obtain—more on this later). Suppose further that BATS BYX exchange
has the following best quotes for IBM: $155.13 bid (200 shares) and
$155.15 offer (100 shares). As always, the best quotes are determined
by the best buy and sell limit orders present in the limit order book: the
price associated with the best buy order becomes the best bid, and the price
associated with the best sell limit order forms the best offer. If a market
order to buy 100 shares of IBM arrives at BATSY, the market order is
executed at $155.15, since this is the prevailing NBBO. If a plain market
order to buy 200 shares of IBM arrives at BATSY, only 100 shares will be
executed, and the other 100 may be routed to an exchange where NBBO
is present, unless that exchange is still BATSY at a different price level. If a
100-share sell market order arrives at BATSY, it will be forwarded to an
exchange where the prevailing national best bid of $155.14 exists.

Figure 3.2 illustrates the idea.

Although the idea of NBBO works well in general, imperfections exist.
First, the technology still has a finite speed as far as the collection, processing,
and redistribution of quotes is concerned. As such, it is possible for investor
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Best bid, this exchange: Best offer, this exchange: Price
$155.13 $155.15

FIGURE 3.2 How NBBO execution works

orders to “fall through the cracks” and to be matched on exchanges where
NBBO no longer exists. To the SEC’s credit, the SEC mandates regular revi-
sions to the NBBO submission and redistribution frequencies, making the
data collection faster and execution fairer. As of August 2015, the govern-
ment guaranteed the round-trip aggregation and redistribution time of best
quotes of at most 500 milliseconds (one half of one second). Since, propos-
als have been made to reduce the quote redistribution speed to as little as 5
milliseconds.

Although all exchanges are obligated to observe the SEC Regulation
National Market Systems (Reg NMS) that mandates all market orders are
executed at NBBO or better, due to the competitive nature of the modern
trading landscape, exchanges differentiate themselves by deploying different
pricing and matching combinations. Some equity exchanges offer traders
monetary incentives to provide liquidity in an attempt to attract limit
orders, and thus deepen available liquidity. Exchanges doing so are known
as normal and offer “rebates” for providing liquidity (posting limit orders),
while charging fees for taking liquidity (placing market orders). Other
exchanges, known as inverted, do the opposite. They charge for limit orders
and pay for market orders. The NYSE is an example of a normal exchange,
while the Boston OMX is an inverted exchange. A few exchange firms have
offerings in each category. BATS, for example, has separate normal and
inverted exchanges.
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Some liquidity is considered to be “toxic,” or detrimental to investors.
Typically, toxic liquidity comprises orders that are canceled rather promptly,
raising other market participants’ questions about the intent of the providers
of that said liquidity. Fees and other properties of exchanges affect the
toxicity of their liquidity. Some researchers find that, on average, the fees
across all the exchanges are in equilibrium, balancing the explicit fees with
implicit costs, such as observed spreads. The lower the fee imposed on
“liquidity makers” providing limit orders, the higher is the observed spread
on a given exchange, potentially implying higher toxicity levels. Order
cancellation rates are lower on exchanges with lower liquidity maker fees
(higher liquidity taker fees), also indicating lower toxicity levels.

Still, gaps persist. Besides periodic data outages on exchanges, an ille-
gal activity called spoofing can really distort the NBBO, as described in
Chapter 4.

THE NEW MARKET HOURS

In addition to new trading venues and data standards, many other changes
have occurred in the financial markets over the last 20 years. The markets
are undergoing continuous innovation with the ever-expanding presence
of computers on the trading floors. Some products of automation, such
as high-frequency trading (HFT), have generated unprecedented attention,
while other changes, significant to investors, have largely gone unnoticed.
This section focuses on just one such change, extended market hours, and
discusses the implications for investors, large and small.

Many years ago, when markets were dominated by human traders,
financial markets worked standard hours: 9:30 AM to 4:00 PM. The
timing allowed sufficient leeway for market professionals to prepare for
the market opening, including gathering the latest news and other requisite
information, and organize daily trade “tickets” at the end of the day prior
to departing the exchange. The market “open” and “close” prices, often
reported in the next day’s newspaper, corresponded to trade prices recorded
at 9:30 AM and 4:00 PM, respectively.

The trading hours were designed to suit a business schedule normal for
most market practitioners. News that arrived outside of market hours, how-
ever, often caused much volatility and could not be traded in a timely manner.
In response, an innovation ensued: About 10 years ago, many exchanges
began offering extended trading hours beginning at 4:00 AM ET and clos-
ing at 8:00 PM ET. The extended morning opening hour coincides with the
market open in London, and the extended closing time suits professionals
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in Asia, also allowing the US-based market practitioners to trade closer to a
24-hour format, capturing latest news in the markets.

While extended hours provide a longer window to execute trades, they
also set a stage for several issues unanticipated by large and small market
participants:

1. Changes in open prices. Quantitative financial analysis has traditionally
been developed and taught on daily open and closing prices. With the
introduction of extended market hours, the open prices are now often
recorded at 4:00 AM, not at 9:30 AM as before. As a result, financial
analysts trying to develop portfolio rebalancing or trading models based
on market open may need to recalibrate their approaches.

2. Significant market movement outside of regular market hours. A consid-
erable portion of market movement now occurs from the “new” market
open to 9:30 AM. Traders and investors expecting to wake up and enter
the markets past 9:30 AM may be subject to the “you snooze—you lose”
formula, whereby most of the relevant news has already been incorpo-
rated by the markets prior to the regular-market open prices at 9:30 AM.

3. Corporate earnings announcements again often fall during trading
hours. In the 1990s, there was a lot of concern related to corporate
earnings announcements during normal market hours, and the resulting
volatility and potential market manipulation around the earning
announcements. To circumvent the issues, more and more public com-
panies began reporting earnings outside of the “regular” 9-4 trading
hours, often at 8:00 AM and 6:00 PM. The new extended trading
hours, however, put the issues surrounding earnings announcements
back on the table.

These issues are not dealbreakers for trading, or an argument to revert
the market structure back to its 9:30 AM to 4:00 PM format. However,
investors large and small need to be aware of the changes in order to under-
stand and optimize risk factors in their portfolios.

WHERE DO MY ORDERS GO?

The order maze befuddles many investors. So, you press that “Submit”
button, and your order is executed, right? Wrong. Plain wrong. And what
happens in reality depends on a multitude of factors.

First, was the order you sent in a market or a limit? Limit orders specify
the execution price. If the market price is far away from the specified limit
price, the limit order may execute with a considerable delay and may never
execute at all.
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Market orders are orders to buy and sell here and now, at the best avail-
able price. Still, even market orders have to wait their turn. Most investors’
orders first end up on their brokers’ systems when submitted. Brokers are
entities such as Charles Schwab, JP Morgan, Pragma Trading, and Quan-
titative Brokers. They carry a special designation to do the best possible
job on behalf of their clients. The designation is administered by the SEC
and Financial Industry Regulatory Authority (FINRA) for equities, ETFs,
and equity options, and CFTC and National Futures Association (NFA) for
commodities and futures. Foreign exchange brokers tend to be unregulated.

At the point when the order reaches the broker, the order contains all
identifying information: who the order is from (institution or individual),
your account number, and so on. Next, the broker may choose one of the
five ways to handle your order:

Send the order to the exchange for execution.

Send the order to a market maker.

Send the order to an Electronic Communication Network (ECN).
Send the order to a dark pool.

Match the order internally with other orders sent to the same broker.

M

For most publicly traded equities, brokers can send the orders to an
exchange, such as NYSE. Some exchanges will compensate brokers for the
flow with rebates. As discussed earlier in this chapter, some exchanges pay
rebates for the market orders and some do so for the limit orders. Depending
on whether your order is a market or a limit order, your broker may forward
the order to a different exchange to maximize the fees the broker receives
from exchanges. You, the end client, may or may not see some or all of the
fees your broker receives on your behalf. The exact distribution of fees is
typically stipulated in the fine print of your broker services agreement.

As an alternative to sending your order to an exchange, the broker may
choose to send your order to a designated market maker. A market maker is a
broker-dealer who keeps inventory on hand and is available to match orders
out of their cache. A prominent example of a market maker is Knight Capital
Group (KCG). Market makers may also pay your broker for bringing in your
orders, and you may or may not see any of those payments.

Still further, the broker may send your order to an electronic matching
service known as an electronic communication network (ECN). An ECN
is an alternative trading system (ATS) that matches orders outside of
exchanges. ECNs match orders electronically. Unlike dark pools, ECNs dis-
play their quotes in the consolidated quote feed (SIP tape) that redistributes
NBBO. An example of an ECN is NYSE Arca. The very first ECN was
Instinet, founded as an inter-broker dealer back in 1969. ECNs may also
pay your broker for bringing in flow.
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A broker may also choose to route your order to a dark pool. For
example, Interactive Brokers (IB) clearly states on its website:

IB maintains connections to “dark pool” ATS’s (including the IB
ATS) that execute a portion of IB customer stock orders. IB cus-
tomers benefit from IB’s access to dark pools. Dark pools provide a
source of substantial additional liquidity. Dark pools charge no exe-
cution fees or lower execution fees than exchanges. Dark pools also
provide fast executions and the possibility of executions at prices

more favorable than the prevailing NBBO.
Source: https://gdcdyn.interactivebrokers.com/Universal/servlet/
Registration_v2.formSampleView?ad=order_routing_
disclosure.html

Finally, your broker may not choose to send your order anywhere at all,
and instead match it internally with an opposite order on its internal books.
For example, if you submit a limit buy for 100 shares of IBM at $155.14
and it comprises NBBO, and your broker receives a market sell order for
IBM, the broker will match your order with an incoming market sell order
without forwarding your order on. The process of intra-broker execution is
called internalization. Brokers are required to internalize all commodity and
commodity futures orders by law. The law was created to avoid money laun-
dering that was apparently happening when the “dirty” money was traded
on the exchange into a “clean” account by the brokers who housed both
accounts. The broker may still charge you the same commission as it would
have if the broker forwarded your order on.

As long as your order stays on the broker’s premises, your account infor-
mation is visible and attached to the order. When the order leaves the broker,
it automatically loses all its individual account identity and becomes asso-
ciated only with broker ID. That’s right—Dby the time your order reaches an
exchange, it effectively becomes anonymous, lost in hundreds if not thou-
sands or millions of orders your broker processes on a daily basis. No market
participant outside of your broker knows who you are and what you trade,
unless, of course, you dominate your broker-dealer flow.

EXECUTING LARGE ORDERS

Brokers’ orders may be more numerous than one would expect. Part of most
brokers’ business is best execution: The ability to slice large orders and mas-
sage the parts into the exchange order flow without causing panics, crashes,
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or market exuberance. In other words, many brokers are commissioned to
process a large order while leaving as little impact as possible in the markets.
How do brokers do that? Why, with the algorithms, of course!

Execution algos are computer programs that are designed to break down
orders into small chunks and then optimize order timing and routing so that
the order obtains the best execution. Suppose you want to sell $1 billion of
British pound, GBP/USD. If your order hits the markets in one piece, two
things happen: First, it will immediately wipe out all available limit orders,
possibly causing a crash; second, the price of your execution will be hor-
rendously low as you will “sweep the book,” picking up all terribly priced
orders to satisfy your appetite. If, on the other hand, you break down your
order into small chunks and spread those mini-orders over time, you will
give a chance to limit orders to rebuild naturally, and may obtain execution
close to what the market price would be if your order did not exist at all!

Two common execution algos are used across all markets. The simpler
one breaks down a large order into an equal number of pieces, where the
number of resulting mini-orders is specified by the client or is a function of
the broker’s secret sauce. With this algo, known as time-weighted average
price (TWAP), the number of the orders corresponds to the desired frequency
of execution times the length of execution. The main advantage of TWAP is
its simplicity.

The main disadvantage of TWARP is that it is very mechanical and com-
pletely ignores regularly occurring trading patterns. For instance, it is nor-
mally the case in equities to have high trading volume at the 9:30 AM market
open, a slower late morning, and even slower lunch hour, and then some-
what of a resurgence ahead of the market close. In other words, the trading
volume in the equity markets follows something of a U-shaped pattern. The
higher the volume, the easier it is to massage in larger orders without mov-
ing the markets with those particular orders. Furthermore, across individual
stocks, the volume patterns are similar from one day to the next, allowing
for a fair degree of intraday volume predictability based on its historical pat-
terns. Enter the volume-weighted average price (VWAP) algo—essentially, a
TWAP, with TWAP timing of orders, where the size of the individual orders
is modified according to the historical volume curve: higher in the morning,
lower through the midday, and higher again at the market close.

VWAP has been such a hit in equities that it has become a de-facto
standard in execution, against which all other execution methodologies are
measured. Of course, it is not 100 percent perfect. For one, you can out-
perform it with an overlay: a strategy that requires a slight modification
of VWAP and potentially delivers a substantial gain. Companies like Able-
Markets deliver overlay services, among other data. Second, while the small
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packets of orders are mixed up in the anonymous markets, the patterns may
still be clearly visible.

TRANSACGTION COSTS AND TRANSPARENCY

Regulators, aware of data capabilities and the risks hidden in today’s mar-
kets, have proposed higher transparency requirements on the whole industry.
For example, the new pan-European market regulations from MiFID II have
a direct impact on the structure of brokerages in Europe. Specifically, MiFID
IT dictates that all brokerages are required to demonstrate best execution
and provide full disclosure and transparency on the following items: price,
transaction costs, speed of execution, likelihood of execution, trading venue
selection, and so on. While these metrics seem to be obvious priorities for
investor disclosure that should be adopted by the US regulators as well, these
long have been the “secret sauce” of many execution brokers.

So where is the brokerage industry going under the new regulations?
Technology is certainly not only enabling the requirements of transparency,
it is also leveling the field as far as investors are concerned, making
broker-shopping easier. How are brokers to retain their clients?

The answer, once again, lies with technology. Smart order-routing
solutions should enable brokers to compete for clients beyond taking them
to beer outings and popular concerts. A solid example of someone who
has been doing this well for the past decade in US equities is Pragma
Securities: leveraging PhD-level research and the technology to deliver
benchmark-beating routing to their clients. However, even Pragma cannot
fully disclose its secret sauce—doing so would make it vulnerable to the
competition and likely affect its business considerably.

Research on how to enhance order routing is not straightforward and
does not come cheap—retaining the brains from defecting to competition
and spilling their knowledge there is not just a matter of bullet-proof con-
tracting. And the competition does not come just from other brokers—many
successful hedge funds and prop trading shops are now setting up their
own execution divisions to avoid brokerage costs and leaking information
about their trades to a third party. Companies like AbleMarkets provide
off-the-shelf solutions to beat the competition in execution, by tracking
aggressive HFT activity, for example, making the job of executing brokers
easier and more profitable. The long-term future of many brokers, there-
fore, depends on sound investing and partnerships with the right research
providers—competing on price and intangible perks like beer outings alone
is a treacherous path for survival.
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GONCLUSIONS

The changes sweeping the financial markets can be mind-boggling. Most are
driven by advances in technology at an ever lower cost, be it in data process-
ing or storage. Computers take market paradigms to previously unthinkable
constructs. These are changing trading and execution as a business, creating
a slew of previously unknown risks, and magnifying the impact of formerly
marginal risks. Investors should be aware of the developments in the mar-
ket microstructure space and use the latest technology advances to protect
their portfolios.

END OF CHAPTER QUESTIONS

1. What are alternative trading systems (ATS)? What categories do they
comprise?

. How does a limit order book work?

. What is NBBO? How is it produced?

. How do brokerages execute client orders?

. What new regulations are proposed in the order execution space?

W



4

Who Is Front-Running You?

—What do quants eat for dinner?
—Depends on their risk appetite.

Many investors feel that someone can see their orders and place orders
immediately ahead of them to draw liquidity and capture a small profit at the
investor’s expense. Often, investors sense that they can observe such market
behavior in real time through a brokerage app screen. Take a quiet mar-
ket; see a specific bid; place a sell order, and the bid evaporates just before
the order happens to execute. How can this happen? This chapter discusses
the peculiarities of front-running in the electronic trading world we live in,
as well as broader implications of liquidity, order book depth, spoofing,
and more.

First, the basics—front-running is illegal. Front-running is defined as an
activity whereby an ill-intentioned market participant observes an incoming
market order. Knowing that the order is likely to move the price just due to its
basic liquidity-taking property, the observer places a similar order directly
ahead of the original investor’s order. As such, the observer runs to place
an order ahead or in front of the investor with the expectation of taking a
better price. Next, the investor’s order is executed, possibly at a worse price
due to reduced liquidity, courtesy of the front-runner. Following, the price
likely moves further since the investor’s order also takes out liquidity from
the market. The front-runner can now liquidate his temporary position and
realize a small profit.

Thus, suppose you are an investor and want to sell 1,000 shares of IBM
at the best price available, with a market order. You look at the market
and see that the best bid available across all markets at the time you are
placing your order is $162.96. You diligently enter your 1,000 share order
into your order entry/management system (OMS), and click “Submit.” As
discussed in the previous chapter, your order travels on a public network that
is most-likely unencrypted to your broker, who then decides what to do with
it. Your broker may choose to match your order with opposing orders your
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broker has accumulated up to that point, in what’s called internalization. 1f
your order is internalized, your order never actually hits the markets; instead,
you receive a confirmation of order execution without touching any of the
big boards. Even when your broker chooses to internalize your order, your
order may still be moving the needle on the price display in which means
that you did not receive the best price you observed when you placed the
order. More on this later.

Alternatively, your broker may choose to route your order to an external
trading venue, such as an exchange, an ECN, a dark pool, another broker, or
a third-party market maker. And here is an important detail: When your bro-
ker sends your order on to the next execution venue, your order loses your
identifier. Instead of your order being identified with your account number,
your name, or your corporate identity, once your order leaves your broker’s
realm, your order takes on your broker’s identification. The span between
your computer and the order-receiving brokerage is the only environment
where you are represented and identified as yourself, be it individual investor,
a large hedge fund, or another legal entity. In other words, when your order
hits the financial markets at large, it does so anonymously, save for your
broker’s identification. Your broker uses the same order identification on all
the orders it sends on to other market participants for execution. Tracing
your particular order from an exchange board to your account, therefore,
becomes virtually impossible, unless your broker is primarily dealing with
your orders and your orders alone. Figure 4.1 illustrates the point.

Front-running your specific orders may occur in two ways: (1) when
the alleged front-runner knows who you are, and (2) when the alleged

Customer ID Broker ID

Customer ID Broker ID

Exchange(s)

FIGURE 4.1 Stages of order identification
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front-runner does not know who you are. The first case, when the alleged
front-runner is well aware of your identity, can only occur within your
broker’s realm, since your broker is the only party who legally has access
to your identity in the financial markets (we are ruling out guys spying on
your identity illegally via computer hacks here).

How can your broker front-run you? Technically, your broker is bound
by the code of best execution—that is, your broker is morally obligated (and
regulated) to deliver the best possible work for the client like you and the
others like you who choose to use your broker’s services. Of course, the bro-
ker also needs to stay in business, and the execution business can be a tough
endeavor in the age of electronic trading. Some brokers, therefore, resort
to prehedging, which loosely works as follows: The broker sees your order,
realizes that she may be exposed if she holds inventory and you have bet-
ter information than she does (in a situation known as “adverse selection™),
determines that you are likely to move the market, and jumps ahead and
executes a similar order ahead of yours in the markets to ensure that she
ends up on the winning side, should the markets move considerably. The bro-
ker’s trade erases some of the previously available liquidity, your order gets a
much worse fill than you expected, and, worst of all, the market returns back
to its prior level after your order is filled, since the broker disburses the
purchase for their own account following your trade. Prebedging is also
known as anticipatory hedging, as in preempting and hedging the risks of
impending execution.

While prehedging is currently forbidden on the CME, foreign exchange
is still a wild west and equities regulators allow the use of derivatives to pre-
hedge. Thus, once your 1,000-share order to sell IBM hits the broker, your
broker may turn to IBM options and buy 500 put options on IBM before
executing your order, with the explicit purpose of protecting itself against
your information asymmetry—suppose for whatever reason you know that
IBM is about to crater, and your broker does not. If your broker is holding
any IBM inventory, it will be at a disadvantage as the IBM price is about
to sink. The seemingly innocuous options purchase by the broker has wild
ramifications in today’s interconnected markets. Aggressive high-frequency
traders (HFTs), discussed in the next chapter, continuously scan markets for
arbitrage opportunities, and will see the temporal discrepancy between the
options activity and the still-lethargic IBM stock (your order still has not hit
the markets). The HFTs will take off the price you saw when you placed the
order just before your order had a chance to execute. Figure 4.2 illustrates
the idea.

Are any changes for the better on the horizon? To an extent, yes.
For example, in June 2016, the Bank of International Settlements, the
body loosely coordinating the standards in foreign exchange transacting,
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Aggressive buy order arrives, takes out liquidity

FIGURE 4.2 Aggressive HFT’s orders impact bid-ask spreads
This figure illustrates that an arriving aggressive order wipes
out the best limit order(s) on the opposing side of the limit
order book, widening spreads and increasing volatility
through larger bid-ask bounce.

proposed to eliminate prehedging from foreign exchange practices. The
proposals are nonbinding at this point, and require substantial industry
buy-in to take effect, yet, this is likely a step in the right direction.

Several initiatives have tried to circumvent this situation altogether. For
example, a Legal Entity Identifier (LEI) program, currently administered by
the Office of Financial Research (OFR), is promoting requirements for things
like mandatory trade identification, with each end-user being a part of the
record. The idea behind LEI at least in part, is to track who is front-running
whom and help regulators make better rules about what market participants
may and may not do. This initiative, conceived in the wake of Lehman Broth-
ers’ collapse in late 2009 and the mess of financial records that followed, has
been adopted in markets such as swaps and insurance distribution. However,
real-time adoption of such identifiers may be far away, as the industry is still
struggling to shorten its settlement cycle, often from as many as three days.
In fact, as this book was written, NASDAQ announced the formation of an
industry group to discuss moving settlement from the three day to a two-day
cycle (T + 3 to T + 2). As blockchain technology proliferates, however, and
enables true real-time settlement, legal entity identifiers may gain traction for
trade-by-trade reconciliation. Still, why would a trader want to be publicly
recognized on every exchange? Wouldn’t that make the front-running situ-
ation even worse? Imagine the world with all the market participants, not
just brokers, knowing which trader has a high betting average?

Another possible reason for front-running: stale quotes. In other words,
the best prices you are seeing on your computer screen are simply out
of date. The breakdowns of exchange feeds are still too common when
sending quotes to the SEC’s security information processor (SIP) tape
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that redistributes the best quotes back to everyone. Companies like the
New York Stock Exchange (NYSE), traditional bastions of human trading,
have had a hard time adjusting to new-age technological requirements, 24/7
operational mandates for their systems, and so on. Still, even the brand-new
exchange entrants like IEX may wittingly or unwittingly be distributing
stale quotes, and here’s how.

IEX’s innovation is to delay all orders by 350 microseconds. In all fair-
ness, this innovation is not really IEX’s: foreign exchange electronic broker
EBS, a subsidiary of ICAP, introduced the 250-microsecond-delay loop years
ago. The official reason for the delay, as explained by IEX, is that the delay
stops aggressive HFTs from arbitraging price discrepancies between dark
pools, giving dark-pool prices a chance to adjust to market levels prior to
execution. And that works great for ICAP in dark-pool-like distributed for-
eign exchange execution and worked fine for IEX when IEX was a dark pool.
Fast-forward to the present, IEX is a lit SEC-registered exchange subject to
national best bid/offer (NBBO), and the same delay essentially produces stale
quotes and explicitly allows for front-running.

How does that work? Suppose IEX has a limit order for IBM. IEX
delays all incoming market orders by 350 microseconds (ps) “to deter
high-frequency traders”—a nonstarter measure due to the NBBO dynam-
ics, as discussed in the next chapter. Suppose another market order has
already arrived to IEX ready to claim that available liquidity that you
are seeing on screen. Since the market orders are delayed, you are seeing
phantom liquidity, as those orders are already spoken for by the orders
that have arrived before you even looked on screen—IEX simply provides
artificial or “stale” quotes by forcing delays in execution. Not only that,
IEX distorts the dynamics of the entire market.

Consider this scenario: There is some unexpected news and the mar-
ket is moving super-fast. IEX has a backlog of quotes, all of which have
already been spoken for by incoming market orders, sitting in their respective
350-microsecond-delay pens. IEX quotes are thus the best in the markets, as
all of the other exchanges have moved way beyond these levels. IEX is going
into the SIP (NBBO collector) as the best available quote of the moment,
forcing a ton of new orders to be routed their way due to the NBBO require-
ment. The end result? IEX obtains a huge share of the orders by law, most of
which are executed at the subpar prices, IEX captures untold commissions,
and investors feel ripped-off more than ever.

[EX introduces other opportunities for front-running as well. All of the
quotes in the SIP are already at least 1 ms delayed due to the back and forth
of quote transmission and another 0.5 ms or so in SIP own quote aggre-
gation. IEX introduces another 1 ms or so delay into the SIP quotes when
accounting for data transmission speeds in excess of [EX’s own delay loop.



